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Abstract— This project involves understanding existing sys-
tems and implementing our own ideas to create a short-range
communication system over screen-camera links using visual
means. We evaluate the performance of modified versions of two
different implementations - COBRA and HiLight and compare
key metrics of both the approaches, using off-the-shelf monitors
as senders and smartphone receivers.

I. INTRODUCTION

Visible light communication (VLC) over screen-camera
links has become an attractive short-range wireless
communication solution due to the high availability of
camera-equipped smartphones over the past years.

The basic idea is to encode data within the content that
is being displayed on the screen, and a receiver can decode
it using their smartphone. Moreover, this encoding must be
done to ensure minimum hindrance to viewer experience.

Compared with radio frequency data transfer techniques
such as Bluetooth and Wi-Fi, VLC enables direct and
secure communications, e.g., by controlling the direction.
VLC thus simplifies the complicated authentication process
for setting up link connections. Also, it does not depend
upon internet infrastructure and is very user-friendly. These
make VLC over screen-camera links highly competitive for
short-range wireless communications, such as file transfer
between smartphones when either no wireless connections
are available or security is much concerned. VLC is well
suited for one-time transfer as it incurs no charge and no
overhead in link setup and management, compared with
traditional RF techniques.

Section II describes recent developments in the space.
Section III covers an overview of a VLC system, key
challenges. The next two sections describe the COBRA and
HiLight system designs, respectively. Section VI explains
the implementation details and Section VII describes the
performance of both techniques individually. Finally, we
compare the two techniques is Section VIII and conclude
with possible future work.

II. RELATED WORK

The VLC technology was first been explored by the
VLCC (Visible Light Communications Consortium) in
Japan. Initially the researchers used LED lights and photo
diodes to communicate data. However, recent approaches use

the LCD-camera pair to build wireless links. Unfortunately,
these methods are not suitable for off-the-shelf smartphone
cameras as the receiver mainly because of the following
reasons. Firstly, they rely on high-end digital cameras to
capture images, but the images captured by the smartphone
cameras are of significantly poorer quality. Secondly, the
maximum frame rate of the smartphone camera is about
30 fps, while high end cameras provide almost double
the frame rate. These problems are usually solved by
introduction of redundancy at the sender end.

In retail and logistics, item tagging has been using both 1
and 2 dimensional barcodes. Due to the growing popularity
of smartphones, several applications have been developed
recently to read barcodes. Using a camera provides a
significant advantage over traditional laser scanning since
it can detect more colors. A barcode itself can be a
communication system, mainly because it considerably
increases the data that can be transferred in a single frame.
COBRA (COlor Barcode stReaming for smArtphones)
encodes data into specially designed 2D color matrices.

One of the most recent technologies emerging in the field
of visible light communication is LiFi. It uses LED light bulb
outfitted with a chip that modulates the light imperceptibly
for optical data transmission. LiFi data is transmitted by
the LED bulbs and received by photoreceptors. Recent
developments suggest that potential transfer speeds of upto
224 gigabits per second has been achieved in experimental
conditions. LiFi has the potential to revolutionize the way
we access internet, with incredibly high speeds and zero
interference from RF sources. Also, it is much more secure
than conventional WiFi since a receiver has to be in direct
line of sight of sender for enabling communication.

Inspired from the concept of Li-Fi, we explored data
transmission by modulating the light intensities in the content
of video frames. This has been previously attempted by
Tianxing Li et al as a part of their system HiLight[2].
We drew inspiration from the ideas described in the above
paper and implemented the idea with several modifications
and optimizations. The main idea is to encode the sender
side at high frequencies so that the viewer gets a seamless
experience, but smartphone cameras are able to capture and
decode the data. This encoding is done by modulating the
intensity values (the Alpha channel) of the pixels in the
image.



III. CHALLENGES & SYSTEM OVERVIEW
The major challenges in building a real-time VLC system

for smartphones are brought by the poor image quality
and the limited computational resource of smartphones. In
addition to that, the sender and receiver smartphones often
have relative movement in mobile scenarios. This causes
more severe blur effect in the captured images, making it
challenging to achieve a high decoding rate.

The cameras on smartphones are typically capable of
capturing images in 30-60 fps. As a result, it requires the
system to capture and process a barcode image within
around 20-30 ms in the COBRA method and imposes
restrictions on the maximum frequency of alpha channel
modulations that we could perform in the HiLight method
without degrading user experience.

Detecting the color in the images is another seemingly
simple task with a lot of inherent challenges. These mostly
arise while working with off-the-shelf smartphone cameras.
As the intensity of ambient light as well as the content
surrounding the data changes, the pixels start showing
varying proportions of primary component colors. Also the
automatic white balancing caused in android smartphone
cameras further adds to this effect. All this causes the range
of values taken by different colors to vary significantly with
lighting conditions. To overcome this, we decided to use
only the three basic colors Red, Green, and Blue whenever
we need to use colour codes so as to keep the thresholds of
different components simple.

In both implementations, we divide the region in which
data gets encoded into 3 parts:

• Corner Trackers : to find the position of the corners
• Code Area : the actual data to be sent
• Tracking Bits : used to maintain synchronization

The two approaches differ in the way the code area
is encoded and are explained in detail in the subsequent
sections.

IV. SYSTEM DESIGN - COBRA
In COBRA, the code area consists of a 4-coloured pattern

and the entire ’barcode’ gets superimposed on the source
image.

A. Sender Side - Encoding Data

We use a 5 colour barcode in our design. The barcode is
a rectangular grid made up of colored squares as shown in
Fig 1.

The grid has 3 distinct areas:
1) Corner trackers: This refers to the 4 corners of the rect-

angular grid. Each corner consists of a large colored
square with a small black square at the center. These
corners are used to identify the color barcode within
an image captured by the receiver.

Fig. 1. Design of the 2D color code.

The corners are colored green, red, green and blue
(clockwise), and this distinctive pattern identifies the
barcode uniquely, irrespective of orientation of the
image at the receiver.

2) Code area: This is the main part of the barcode,
consisting of data encoded as colored blocks. The
encoding scheme used is red for 00, blue for 01, green
for 10 and white for 11.

3) Tracking bits: This refers to 4 strips of alternating
black and white squares, at all 4 sides of the grid.
Each strip lies between 2 corner trackers. The black
squares in these strips will be used to draw horizontal
and vertical lines such that their intersections locate
the individual blocks of the code area. These bits
are also used in synchronization, as explained in the
Synchronization subsection.

The sender encodes the data into multiple barcode frames,
and displays a video composed of those frames.

B. Receiver Side

At the receiver side, we perform 3 main steps:
1) Corner Detection: Corner detection is needed to iden-

tify the coordinates of the coded area within an entire image.
To perform corner detection, we scan the image pixel-by-
pixel and look for a black pixel p which lies within the
black square of a corner. We analyze the color of pixels in 4
directions starting from p and identify the points b1, b2, b3
and b4 where the color changes from black to another color
(color1, color2, color3 and color4 respectively). After the
color changes from black, we continue along each direction
till the color changes again, to get points d1, d2, d3 and d4.
p lies within a corner area if the following conditions are
met:

• color1, color2, color3 and color4 are the same color
• b1b3 and b2b4 are longer than minBS
• b1d1, b2d2, b3d3 and b4d4 are all longer than minBS

The first condition asserts that p lies in a black region
surrounded by a single colored region. The second condition
ensures that the width of the black region is sufficient large,
so that any noisy black specks in the image are disregarded.
The third condition ensures that the thickness of the color
border is sufficient to filter out black pixels of the tracking



bits which might get surrounded by a few colored pixels due
to blur effect. Overall, these conditions also make it unlikely
that a pixel lying in the background of the barcode will be
detected as a corner.

After identifying a pixel which lies within a corner area,
we find the point of intersection of b1b3 and b2b4 to get the
center of the corner.

To speed up the process of corner detection, we use the
corner locations of the previous frame as starting points
in our search for corners in the current frame. We search
in concentric squares around each previous corner till we
find the corresponding current corner. Since corners shift by
very small distances from frame to frame at high capture
frequencies (30 Hz), this will ensure that we find the new
corners within a few iterations.

Once we detect all 4 corners, we order them according to
their position in the actual barcode, i.e., green, red, green
and blue (clockwise). To disambiguate the 2 green corners,
we find the directed angle that they respectively make with
the red and blue corners. The one which makes an acute
angle when going from blue to red is the top left corner,
and the one which makes an obtuse angle is the bottom
right corner.

2) Synchronization: Since the receiver’s frame rate might
be different from the sender’s frame rate, we need a mecha-
nism to extract unique frames at the receiver frames. There
might be some sent frames which get captured multiple times
within the small time period that the sent frame is displayed,
as well as frames which don’t get captured at all. To ensure
that the second problem doesn’t arise, the receiver rate needs
to be at least twice the sender rate. The first problem would
have been easy to deal with by detecting and removing
duplicate frames, if not for the rolling shutter effect of the
phone camera.

Most phone cameras use a rolling shutter to capture
images. This entails a lag between the capture of the first
row and last row of the image as the shutter moves from
top to bottom. Therefore, if the scene changes very quickly,
we can have situations where the top and bottom parts
of the captured image contain the first and second images
respectively.

Such ”mixed” frames can potentially be used to recover
partial information about 2 (or more) sent frames. However,
in our initial version of the application, we use a simple
algorithm which discards such frames. Our algorithm takes in
a stream of received frames and outputs ”valid” (non-mixed
and non-duplicated frames) frames. Our algorithm requires
two clean received frames per sent frame, and therefore a
receiver rate which is somewhat higher than twice the sender
rate (to account for the small time interval within which an
image captured will be mixed). It identifies ”valid” frames
by the following procedure:

• Subtract the previous frame from the current frame.
• Blur and then threshold the difference to binary values.
• Find the average pixel value in the thresholded image.

This procedure finds a measure of similarity between the

current frame and the previous frame. If one or both of these
two frames is a mixed frame, then the result will be high.
If both of them are clean frames corresponding to different
sent frames, the result will be high as well. Only in the case
of duplicated clean frames will we get a low result.

A low value frame is considered ”valid” if the previous
frame was not valid. Therefore, in a series of duplicate
frames corresponding to the same sent frame, only one frame
will be deemed valid, and the rest of them will be discarded.
This ensures that we get a single clean frame for every sent
frame.

The synchronization step can potentially be performed in
parallel with corner detection.

3) Decoding: To decode the data from the ’valid’ frames
from the output of the synchronization step, we choose one
of the following two algorithms -

• Homography: Having located the corners, we find the
homography matrix mapping them to the corners of
the exact rectangular barcode. Since we also know the
coordinates of the coded blocks in the exact pattern,
we map them to coordinates in the received image
using the inverse homography transformation. We then
obtain the RGB values of the blocks in the received
image after bilinearly interpolating the coordinates.

• Tracking-bits: In this approach, we locate the tracking
bits ( alternating black and white squares) at each side
of the barcode pattern, by inspecting the pixels lying on
the line joining two corners of a side. We identify the
points where a color switch (black to white or vice-
versa) occurs, and thus find the centers of all black
squares. We then get 2 sets of parallel lines by joining
corresponding tracking bits on opposite sides (refer to
Fig 2). The points of intersection of these lines are the
locations of coded blocks.

Fig. 2. Locating coded blocks using intersection of horizontal and vertical
lines.

After obtaining the RGB components of coded blocks,
we threshold them to get RED, BLUE, GREEN or
WHITE. These are then mapped to binary values as per
the encoding scheme (00, 01, 10 and 11 respectively).



V. SYSTEM DESIGN - HILIGHT

Here, the Corner Trackers and Tracking Bits form the
border of the source image. The Code Area consists of the
modulated base-video that is being seen by the user.

A. Sender Side - Encoding Data

This method uses the entire screen to show the encoded
data. The screen itself is divided into 3 distinct areas, broadly
similar to COBRA. This was done to simplify the synchro-
nization algorithm significantly, as explained subsequently.

The grid has 3 distinct areas:
1) Corner trackers: This is the same as the COBRA

implementation and are used to locate the Code Area
in the image captured by the camera.

2) Code area: This Code Area is divided into a grid of
equally sized blocks, each of which encodes one bit
of data by modulating its intensity. These modulations
happens based on a fixed pattern (different for 1s and
0s) which keeps the average intensity unchanged and
ensures that its magnitude is not large enough for the
human-eye to notice it.
This is the main part of the code, consisting of data
encoded by changing the pixel transparency in blocks.

3) Tracking bits: Just four bits used on the top border of
the Code Area, as can be seen in the figure above.
Exclusively used for synchronization, as explained
later.

B. Sender Side - Intensity values of a frame

The major challenge in determining the change in intensity
is to keep it unobtrusive to human eyes yet detectable by
cameras. Also, since alpha values change the underlying
RGB values, we had to make sure that the absolute color
intensity change is uniform across darker as well as lighter
colours. Furthermore, to reduce the flicker effect due to
changes in intensity, the frequency had to be high enough.

We address these challenges as follows. First, we deter-
mine a central alpha change in alpha values to only a small
percentage,which is a variable parameter, of the average
intensity of the block. Note that we do this for every block
of the grid individually and not the entire frame itself. This
is multiplied by an alpha-multiplier. The higher the value of
alpha multiplier is, the darker the pixels get, and detecting
them gets easier at the receiving end. But this convenience
comes at a tradeoff with user experience since the intensity
changes become more noticeable. This central alpha change
will be applied to the central pixel of the block. Next, to
smoothen the effect of intensity change across the borders,
we try to achieve a gaussian smoothing filter over the block.
We reduce the intensity at the (i,j)th block as we move further
from the center according to the following normalisation,
thus keeping the intensity changes lighter the further apart
we move from the center of the block.

(i− xc)
2

(yl)
2 +

(j − yc)
2

(xl)
2

where
i− xc is distance along the x-coordinate
j − yc is distance along the y-coordinate
xl is length of the block
yl is height of the block
To reduce the flicker effect, we decide to encode the data

only when a scene is continuous, i.e. the difference between
two adjacent frames is negligible. To quantify this, we use
the ideas of static scenes and cut scenes. We calculate two
metrics, one for determining local changes ( dp ) and one
for global changes ( dh ) in the adjacent frames.

dp is the average over the absolute changes in color
intensity at every pixel; For calculating dh, we partition
the color intensity range into buckets and compute the
histograms for the number of pixels in each bucket, and then
sum over the squares of difference in sizes of buckets in
two adjacent frames normalised by the maximum of the two
bucket sizes.

Next, we keep two thresholds, dpcut and dhcut. If both the
metrics are higher than their corresponding thresholds, we
detect the corresponding change of scene as a CUT SCENE.
Now, if a scene is detected as a CUT SCENE, we do not
encode any data in the set of 6 frames corresponding to that
frame; instead we take that second frame to be the starting
frame of the next set of 6 frames. Otherwise, continue with
encoding of the data.

C. Sender Side - Sequence of frames

The sender encodes the data in buffers of 6 frames. These
frames follow a particular pattern of darkening the video
or keeping it as it is. We tried using different patterns for
representing zeroes and ones. For example, a zero bit may
be represented by sending three lightened frames followed
by three darkened frames, while a one bit follows the pattern
light, dark, dark, light, light, dark.

D. Receiver Side

At the receiver side, we perform 3 main steps:
1) Corner Detection: Same as in COBRA.
2) Homography: We transform the received frame to

a rectangular area. This helps in the later stages because
the transformed frame is now independent of the camera
positioning with respect to the sender.

3) Synchronization: The key reason behind the require-
ment of synchronization remains the same. At the receiver
end, from the stream of frames, we need to identify and
isolate the frames to avoid blurred ones, duplicates and
’mixed’ frames due to the rolling shutter effect. However,
in this case, synchronization is done exclusively using the
tracking bits. At the sender, we encode each frame with
tracking bits (each tracking bit can be either black or white).
These reflect the parity of the frame with respect to the total
buffer size. Therefore, if the buffer size used is 6, each frame
will encode a number from 0 to 5, using 4 tracking bits.
This will help identify a set of 6 frames which encode 1
bit of data per block. In case the sender encounters a cut
scene, it ditches the current buffer and starts populating a



new one. To convey this information to the receiver, we use
another tracking bit which is set black when a cut scene is
encountered. At the receiver, we threshold the intensities of
the 4 tracking bits to identify the parity. Among consecutive
frames with same parity, we select the sharpest (least mixed)
frame. If the receiver misses a frame (eg. we get a parity 3
frame after a parity 1 frame), we simply ignore that frame
in the decoding section.

4) Decoding: We assume that the sender and receiver
have agreed upon the number of blocks which the code area
is divided into. After receiving a set of six frames, we need
to determine if every block of the image is either encoded
as a zero or as a one. We experimented with two ways to do
this -

Method 1
For every set of 6 blocks:
• Fit a straight line through the intensities, and find the

errors.
• Take the dot product of this error vector with the

encoding vectors of both zero and one.
• The decoded value of the block is the one with the

higher dot product.
Method 2
For every set of 6 blocks:
• Find the baseline intensity levels if the block was

encoded as a zero or as a one.
• Try and fit a straight line through these six intensities.

The logic is that in a small duration of 6 frames,
intensities of every block would vary linearly, given that
the frame does not form a cut-scene.

• Find the case which results in a better straight line to
give the decoded value of the block.

The tracking bits could also have been used to transfer
significant amount of metadata (number of blocks the code
area is divided in, etc.). In an ideal scenario, we would like
to do away with the Corner Trackers and the Tracking bits
because they hinder the user experience. This is why, we
have used both of them for the minimal purpose that they
serve.

VI. IMPLEMENTATION DETAILS

This section describes the experimental setup, and the flow
of captured frames till they get decoded to get the data
stream.

A. Experimental Setup

We used two experimental receiver devices (LG G2 and
LG Nexus 5). Both these receivers were normal Android
based smartphones running Android 5.0 (Lollipop) having
more than 8MP camera resolution for capturing videos at
30-60FPS. For COBRA, we made an Android application
which uses the Camera Preview class of the Camera API
to capture live video feed for processing at resolutions from
1280x760 to 2560x1440. For HiLight, we use the in-built
Camera App to capture video at high frame rates and process
them offline.

We ran the experiments on three sender devices (DELL
6540E, HP Pavillion 15 and a 32-inch LCD screen). The
sender was kept static on a table at height of about 2.5 to 3
feet from the ground and the barcode was scanned by holding
the receiver device in hand. This ensures that the algorithm
is robust to the shaking of hand which would be the average
case scenario when a person would take a video of a screen.

The experiments were performed in an indoor environment
in ambient lighting conditions. By way of experiments, we
found that the algorithms give much better results when the
code itself is placed on a bright background, as against a
dark one. More on this in the subsequent section.

B. API Details (COBRA)

To get raw frame data from the phone camera, we use
the CameraPreview class of the Camera API. This uses
the preview mode of the camera to send raw YUV format
data to a callback function. Inside the function, we convert
the data to RGB format and call the corner detection,
synchronization and decoding routines. The Camera API
allows setting of parameters like preview resolution (set to
either 1280×720 or 2560×1440 in testing), focus mode (set
to FOCUS MODE CONTINUOUS VIDEO) and scene mode
(set to SCENE MODE STEADYPHOTO).

C. Optimizations

During preliminary timing analysis for the whole setup,
we found that conversion from YUV to RGB, as well as
an array initialization step in corner detection were taking
a long time for high resolution of captured images (2560×
1440), pushing the receiver fps to below 20. Since the phone
is intended to be kept at a fairly large distance from the
screen at high receiver resolution, we can be assured that
the barcode pattern occupies only a small part of the entire
captured image. Therefore, we crop the raw YUV image by
a factor dependent on the receiver resolution, pattern size
and distance from the screen, and use the cropped image for
subsequent steps. This ensures that even for high resolutions,
we only need to process small amounts of data.

The center of the cropped image is kept at the center of the
corners detected in the previous frame. This makes it highly
likely that the new corners will lie within the cropped image,
as corners will shift only slightly between two frames. Also,
the user will only have to keep the barcode pattern within the
whole frame, and the cropped frame will move accordingly.

To speed up the initial corner detection (which takes a long
time as it traverses the entire image), we provide markers
on the preview, and the user is expected to roughly align
the markers with the corners on the screen. For subsequent
frames, our algorithm uses the previous corners as starting
points in the corner search, as discussed previously.

D. Interpreting Decoded Results

The decoded frames are compared with the sender frames
to calculate the error rates. For the first received frame, we
locate the sender frame it corresponds to. Subsequently, we
perform two distinct comparisons -



1) Comparing data contained in two frames. This assumes
that the parity bits (tracking-bits) of both the frames
match. This comparison is done using the well known
sequence-alignment problem. This was implemented to
take care of ’missing’ or extra blocks in the received
pattern.

2) Comparing two frames. This involves the following
steps:

• If the two frames have different parities of the se-
quence numbers, they are considered to be distinct.

• If the two frames have same parities, but the
number of blocks in error between the two frames,
as obtained by the Sequence Alignment algorithm
are large (say, more than a third of the total number
of blocks), the frames are considered to be distinct.

• If both of the above are not true, the frames are
considered to match and the number of blocks in
error are added to the cumulative sum to calculate
the block-error-rate.

When two frames are distinct, we try to match the
same received frame with the next sender frame and
the process repeats.

VII. EVALUATION

This section describes the metrics used for evaluation, the
parameter set that gets varied across the experiment and the
analysis of the relation between the two.

The key metrics used to analyse the performance include
• The throughput, defined as the total number of bits

received at the receiver.
• The block-error-rate, defined as the number of blocks

in error among the received frames
• The frame-drop-rate, defined as the number

of sender frames not received at the
receiver for every frame that is received
(FramesNotReceived/FramesReceived). Note
that the blocks in these frames do not contribute to the
block-error-rate.

These were analyzed by varying the parameters such as
distance & size of the barcode, the percentage of screen in
which the corners were searched for and the receiver frame
resolution.

A. Experimental Methodology

We conducted several sets of experiments for both tech-
niques to evaluate the performance, changing only a subset
of variables between two iterations.

We first established that the performance of the system
remains independent of the sending or receiving device under
the same lighting conditions. This was done by using every
pair of sender, receiver device from the list mentioned above
and comparing the metrics for the experiment. We observed
that the metrics remain largely unchanged. Unless otherwise
mentioned, we use LG G2 as receiver and Dell 6540E as the
sender.

Next, we compared the performance of the system under
varying lighting conditions. We observed that typically, a
smartphone camera adjusts the white-balance of the captured
image and sets it proportional to the average intensity of the
entire image. This results in the captured area appearing too
bright in dark conditions and too dark in bright conditions.
This effect can be observed when using the camera of any
smartphone. We found that this might be resolved by setting
the white balance to a fixed value. Unfortunately, this can
happen only in the Camera 2.0 API, available from Android
Lollipop and is left for future work. Hence, we run all further
experiments in similar lighting conditions.

We found a high-level dependence between some of the
remaining parameters. For example, on setting the receiver to
a higher resolution (say, 2560x1440), we are able to capture
the image at a larger distance from the sender. This mandates
that in the captured image, the area occupied in the code
should be large enough that we search a small candidate
region for corner detection and proceed with the other steps
as mentioned above.

B. Key Observations & Analysis - COBRA

We vary each parameter individually and compute
the metrics as described earlier. Following are the key
observations by varying:

The background on which the barcode is placed
We observed that when the barcode is placed on a dark

background, the white-balance corrections of the camera
kick in and the average intensity of the image increases.
This disturbs our thresholding function used to identify
colors and the corners do not get detected properly.

Varying the distance of the receiver
All parameters of the experimental setup were fixed and

the distance between the sender and the receiver was varied.
One should expect that there would a maximum threshold
distance after which the number of frames as well as bits in
errors increase significantly and decoding is not possible.

Fig. 3. Graph showing how error rates and throughput varies with distance
of the receiver from the screen

As shown in the graph in Fig. 3, we observe a near-
exponential nature of increase of the block-error-rate as
well as the frame-drop-rate as we increase the distance, till
we reach a threshold after which none of the frames get
decoded as the corner detection algorithm fails.



Varying the Sender Transmission Rate
We perform experiments with the Sender Transmission

Frame rate varying from 5 till about 10 frames per second.
All other parameters of the experimental setup are kept fixed.

We expect that the algorithm works with very low error
rates at low transmission frame rates. However, due to
the inherent limitations of the synchronization algorithm
mentioned above, we believe that the Sender Frame Rate
could reach a maximum of RxFrameRate/2.5 which is about
8 frames per second(fps) before which number of Errors
observed become unavoidably large.

Fig. 4. Graph showing how error rates and throughput varies with the
Sender Frame Rate

We observe expected behaviour of the error-rates as we
go towards higher and higher sender frame rates.

However, at higher sender frame rates, we pack up
more number of ’data frames’ per second as we increase
the frame rate. A combination of this and the high-error
rates plays out on the throughput curve. Initially, when the
errors are low, throughput increases as more and more data
gets packed. However, subsequently, the throughput drops
because the errors become too high.

Varying the Size of the barcode on Sender Screen
On varying the Size of the barcode on the sender’s screen,

we ensure that the barcode is captured at a higher resolution.
So, we expect the error rates to reduce as the size of the
barcode increases.

Fig. 5. Graph showing how error rates and throughput varies with the size
of the BARCODE on the screen

We see that the for a small distance, the error rates were
high. However, as the resolution of the captured barcode
becomes sufficient for decoding.

Clearly, this is a trade-off. We need to choose the
size of the barcode that is small enough so that the viewing

experience is better. At the same time, we must also ensure
that the error rates are tolerable and the message can be
transmitted with minimum redundancy and high accuracy.

C. Key Observations & Analysis - HiLight

We evaluate the performance of our system on 2 metrics:
throughput and error rate. Error rate is defined as the
number of blocks decoded incorrectly per total blocks
decoded. Throughput is the expected number of bits
correctly transmitted per second. It has an inverse relation
to error rate. It is calculated as:
(total bits decoded - 2 * erroneous bits) / time
This is in accordance with the theory on error correcting
codes, which states that for every erroneous bit, we need 2
bits of correcting code in order that the string is correctly
transmitted. Throughput depends on number of blocks,
buffer size and number of cut scenes encountered. Here
are the parameters that we experimented with, and some
observations about the trends:

1) Number of blocks (row size and column size): As we
increase the number of rows and columns in a frame, error
rate goes up. This might happen for 2 reasons. First of all,
as we increase the number of blocks, the size of each block
reduces. Therefore, the error reduction due to averaging
while calculating the average intensity of a block becomes
lower. Perhaps more importantly, our encoding/decoding
scheme depends on the assumption that blocks of a set have
linear underlying intensities. This assumption gets violated
more and more as we reduce the block size, as even a slight
movement of a character on screen can change the average
block intensity significantly.
As expected, the throughput goes up on increasing the
number of rows and columns, simply because each frame
encodes an amount of data proportional to this number, and
this more than offsets the increased error rate.

2) Alpha value: As the alpha multiplier decreases, error
rate goes up. This is because the variation in intensity values
of blocks in a set due to alpha encoding starts becoming
comparable to or even lower than the the variation in
underlying intensities as well as noise.
Throughput decreases since error rate increases while other
factors remain the same.

3) Buffer size and code: Using codes of varying buffer
sizes doesn’t have a monotonic effect on the error rate. The
error rate is the lowest with buffer size 6, and increases
on both lowering and raising the buffer size. A possible
explanation is as follows. For too large buffer sizes, it
becomes less likely that the underlying intensities are linear.
For too small buffer sizes, the best fit line calculated by the
receiver when decoding a buffer is less robust to noise.
Throughput, on the other hand increases with decreasing
buffer sizes, as the same number of bits are now encoded
using fewer frames. Among codes of the same size,



performance doesn’t vary much.

4) Decoder used at receiver: We wrote two algorithms
for decoding frames at the receiver. Both give comparable
performance.

5) Cut scene thresholds: The cut scene thresholds control
how many frames will be judged as cut scenes as opposed to
static or gradual scenes. While loosening the thresholds to
allow more cut scenes decreases the error rate, it doesn’t
affect the throughput much. This is because every set of
frames lost due to the detection of a new cut scene would
have had around 50 percent errors had the cut scene been
ignored, therefore causing a similar throughput loss.

Fig. 6. Graph showing how error rates and throughput varies with the
Number of Blocks

Fig. 7. Graph showing how error rates and throughput varies with the
value of the Alpha Channel Multiplier

VIII. COMPARISON BETWEEN THE TWO TECHNIQUES

Both techniques have their own benefits, criticalities, chal-
lenges and use-cases. Some of these are explained below and
then, we compare the throughput and error-rates of the two
techniques in detail.

A. COBRA

• Benefits
– Very high throughput for the same area on screen

due to large number of bits getting packed in a
single frame.

– Higher reliability as error rates are low.

Fig. 8. Graph showing how error rates and throughput varies with the
value of the Buffer Size

• Challenges
– Destroys user experience. Involves rapidly chang-

ing patterns of colours and cannot go unnoticed.
– Needs high camera resolution and the distance

between the barcode and the camera must be small
so to capture the small barcode area with a good
level of pixel density.

B. HiLight

• Benefits
– Does not hamper user experience. In fact, without

the Corner Detector and the Tracking Bits, most
users would not be able to perceive any difference
between a normal video and an encoded video.

– The communication is independent of the base
video. This opens up a large number of use-cases
for such an algorithm.

• Challenges
– Low number of bits encoded in a single frame. As

against COBRA, here we deal with a base video
and encode the data on it. This restricts the freedom
of using all pixels as we want resulting in low
density of information per frame.

– A bit gets encoded in a block in set of several
frames, rather than just one frame. This along with
fewer bits encoded in a single frame results in low
throughput.

– For a base video that has a large number cut-scenes,
there would be a large number of frames that do
not encode any data (we need a set of ’buffer-size’
number of cut-scene-free frames)

C. Quantitative Comparison

We compare the performance of the two approaches keep-
ing all parameters the same. This means that the distance
from screen, the camera resolution, etc. were kept constant.
In a specific instance of the experiment, we set the size of
the COBRA barcode to about 7% of the size of the screen
(overlay the barcode on one corner of the running video).
Every such COBRA frame consisted of about 880 bits and
the sender packed 10 frames in one second. This gave an



average throughput of around 7 kbps and average error rate
around 1-2%.

In case of the HiLight approach, we captured the entire
screen, broken down into 32x32 blocks, each encoding one
bit. Hence, we encoded around 1000 bits in every 6 frames.
This resulted in a error rate of around 30-35% and accounting
for redundancy to correct these errors, we get a throughput
of about 1 kbps

IX. CONCLUSIONS & POSSIBLE EXTENSIONS

For the COBRA approach, we have employed error cor-
rection codes to recover the data from faulty barcodes. This
makes it to an end-to-end system. Possible extensions include
developing the system by putting the barcode on some video
and analysing the results.

In the HiLight approach, the algorithms need to be made
more efficient to be able to run on mobile phones in real-
time (This needs the camera API to be able to capture feed
at higher than 30fps and be able to use this in other modules,
which is currently not supported on all phones). Yet another
approach to improve the system is to do away with the
Corner Detectors and the Tracking Bits. However, this is
left for future work.
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