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Increasing demands for reliability, fault 

isolation, and fault tolerance have emphasized 
the need to study systems under failure 
conditions.  Commodity disk systems have been 
studied for many years with simple assumptions 
about how they fail.  To provide enabling 
technology for new research in more reliable file 
systems, disk systems, and I/O interfaces, we 
present a flexible, software-based fault injection 
system, targeted for commodity disks running in 
conjunction with a commodity operating system.  
We present five sophisticated but general disk 
failure models, and a simple interface to allow 
arbitrary faults to be injected rapidly and 
without permanent hardware damage.  We also 
evaluate the performance of a common file 
system utility to detect these faults, and present a 
summary of our findings.   

 
1 Introduction 
 

As commodity hardware and software 
becomes more commonplace in high-end 
systems, greater attention must be paid to how 
devices fail and how systems react to and 
tolerate device failure.  Applying this concept to 
disks is not a new idea—redundant arrays of 
inexpensive disks (RAID) have been using 
commodity hardware with its failure in mind for 
many years [14].   

 
Disk failure has often been a woeful 

observation of file system, RAID, and 
vulnerability studies [1,3,6,7,11,12], but models 
of disk failure in research have been limited.  To 
further research into fault-tolerance and fault-
recovery measures and how they might be 
applied to commodity hardware, an improved 
model of disk failure and a method to simulate 
failures is needed. 

 
To this end, we have developed a software 

implementation of disk fault injection, targeted 
to the x86/Linux community.  Software-
implemented fault injection (SWIFI) has been 
successfully used in many other fields, including 
networking [13,20], processors [25], and even 

kernels [8,23].  We continue that tradition with 
an implementation of fault injection for a 
commodity system that could be used for real 
workloads: the EIDE I/O system on a Linux x86-
based machine. 

 
Our approach uses a software layer that sits 

logically between the Linux IDE disk driver and 
all higher-level software.  In practice, this layer 
is actually a demand-loaded module within the 
kernel’s code space, that interposes on disk read 
and write events.  Faults are defined at a high 
level in human-readable format, parsed by a 
specially designed parsing process, and passed 
into the kernel for manifestation.  Faults are then 
excited through normal disk read and write 
operations.  The operation of the injector is 
transparent to the driver’s implementation below 
the module, and equally transparent to the file 
system above, except when injecting faults into 
the system.   
 

In general, core drivers—like the Linux IDE 
driver—are developed with simplicity, 
reliability, and fault tolerance in mind.  It is not a 
simple process to inject meaningful faults into 
these systems in a manner that does not 
destabilize the system built on top of them, and 
without adversely affecting performance.  Worse 
still, fault models tend to be catastrophic in 
nature, or only partially developed.  Disk 
manufacturers are reluctant to provide accurate 
models of failure for business reasons, so those 
in the academic community must approximate 
these failures with models as general as possible, 
while still relating their systems to real hardware. 
 
 We present herein our implementation of 
SWIFI for commodity disks.  While we focused 
on x86-based Linux machines with IDE-based 
disks, the same techniques, if not the same 
implementation, could easily be applied to other 
architectures, operating systems, and disk 
interfaces. 
 
The remainder of this paper is organized as 
follows: In Section 2 we review work related to 
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SWIFI for disks; Section 3 discusses our fault 
models; Section 4 describes our implementation 
in detail.  Section 5 presents our evaluation 
methodology; Section 6 presents our qualitative 
and quantitative results.  Section 7 concludes this 
paper. 
 
2 Related Work 
 

Software fault injection techniques have 
been used extensively in computer science to 
evaluate fault-tolerance of systems and 
accompanying fault-detection, fault-diagnosis, 
and fault-recovery mechanisms.  While our work 
applies transparent software fault injection to 
disks, the technique has been applied to nearly 
all other realms of computer systems.  Jarboui, 
Arlat, Crouzet and Kanoun employ three fault 
injection techniques to the kernel of the Linux 
operating system [9].  Each of these techniques 
corrupts parameters to various calls within the 
kernel, thereby simulating errors and 
misbehaviors that may occur within higher-level 
software.  These techniques have very low 
overhead, and are entirely invisible when 
properly implemented.  Our approach to fault 
injection uses a nearly identical method, but 
applied to the Linux IDE driver alone.  Gu et. al. 
[8] conducted a similar study of Linux kernel 
behavior by injecting faulty branch instructions 
into the kernel’s code.  The work done by Gu et. 
al. provided excellent foresight on what 
behaviors to expect when injecting faults into 
low-level software.  

 
Stott, Ries, Hsueh and Iyer use a SWIFI-

based injection mechanism to corrupt 
instructions passed to a network processor [20].  
Through this corruption, the authors can infer 
how some network services tolerate faults in 
network communication.  These faults included 
unexpected packet drops, corruptions of packets, 
and unintended broadcasts or retransmissions.  A 
similar network-oriented fault injection scheme 
was used by Nagaraja et. al. [13]. 
 

Kaâniche, Romano, Kalbarczyk, Iyer and 
Karich use a disk fault injection method to 
evaluate fault tolerance and performance in 
faulty conditions in a commercial RAID system 
under simulation [10].  This type of study makes 
heavy use of disk fault injection techniques, and 
examples of disk fault injection used in this 
context abound.  However, we note that most of 
these injection schemes only produce simulated 

detected (or easily-detected) faults.  In practice, 
we believe that undetected (and hard-to-detect) 
faults are of equal significance. 

 
The FINE system described by Kao et. al. 

employs software techniques to introduce 
software faults and simulated hardware faults 
into the UNIX kernel [23].  Among these faults 
are disk faults, modeled as bus failures.  The 
focus of [23] is the tracking of fault propagation, 
after injection and manifestation.  Specifically, 
the authors explore the effect of faults from a 
desire to improve fault isolation measures. 

 
Prabhakaran et. al. [15] are currently 

working on improved disk fault injection models 
and how they might be used to evaluate file 
system fault tolerance and detection.  
Additionally, a greater understanding of file 
system behavior in the presence of faults grants 
insight on where improvements may be possible.  
Much of our work on type-sensitive failures 
closely parallels this work.  Our choice of 
injection point is also very similar—[15] 
implements a pseudo-driver between the file 
system and lower-level code, while we make 
modifications to the IDE driver itself.  In 
practice, our low-level approach enables us to 
model faults in a nearly identical manner as the 
use of a pseudo-driver would allow.  Since much 
of our implementation is encapsulated in a Linux 
module, one might think of our injection module 
as pseudo-pseudo-driver. 
 
3 Fault Models 
 
 In our exploration of previous work in disk 
fault injection, we found that a common trend 
was to use simple failure models [10,14].  
Simple models are easily implemented and 
validated, and allow other studies to continue 
without the overhead of developing more general 
injection systems.  As the primary focus of our 
work was to produce such a system, we devoted 
much of our time to developing failure models 
that reflect less catastrophic events than those of 
the failstop model, but still had general 
application.   
 
 We also noted that disk manufacturers are 
not forthcoming of the failure characteristics of 
their products, for obvious business reasons.  It is 
still possible to find information on specific disk 
failures ([6], for instance), though many of these 
descriptions are non-technical, or are too specific 
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(too closely coupled to a certain hardware 
configuration).  We have drawn on existing 
models [15], personal experiences with disk 
failures, and intuition to develop general disk 
failure models, which are intended to model 
hardware failures in the physical media, 
controller malfunctions, motherboard design 
flaws, and driver bugs, and other errors. 
 
3.1 Specific Fault Models 
 Our implementation supports five specific 
fault types, in addition to the traditional model of 
disk failure, “failstop” in our context.  We 
classify our other five fault types as “fail-
wrong,” as they simulate erroneous behavior 
without flagging error conditions within the IDE 
driver; hence the system fails in the wrong way. 
 Unless otherwise noted, each of the faults 
described below is applicable to a single sector 
or a sector range (of course, multiple faults can 
be used to simulate more sporadic fault patterns).  
Additionally, each fault has a manifestation 
probability associated with it, which is consulted 
to randomly determine when the fault may 
manifest itself.  Of course, faults may have a 
probability of 1.0, which corresponds to “always 
present.”  Accompanying this probability, there 
is a probability mutator value that is bitwise 
XORed with the probability after manifestation.  
This allows probabilities of manifestation to 
change, and is used by our transient fault models 
extensively. 
 

• sectorfail faults model the general 
failure of a specific sector or sector 
range on the disk to reliably store data.  
Data read from blocks under a 
sectorfail fault will not return 
correct data.  Specifically, they will 
return data as specified by the fault 
injection module—options include 
constant values (e.g. the block reads as 
all-zero), permutations of correct values 
(such as byte shifting as described in 
[15]), logical permutations, such as 
AND or XOR with a constant value, or 
simply randomization.  Our primary 
inspiration behind this fault type is the 
effect of head-to-platter impacts in 
drives due to jostling or accidental 
vibration. 

 
• sectorwrong faults model problems 

in on-disk block addressing, which can 
arise from either driver malfunctions or 

hardware failures.  Reads and writes to 
a sector affected by sectorwrong are 
redirected to another block.  The nature 
of this redirection varies, depending on 
the fault specification provided in the 
fault list.  This redirection could be to a 
specific location, an offset of the 
intended destination, a bitwise shift, 
randomized, or otherwise mutated.  We 
intend this error to model potential disk 
controller problems, head alignment 
problems, or even vulnerability of 
memories to random corruption. 

 
• sectorro is unlike the previous two 

failure models in that it does not modify 
a request that has or will take place—it 
simply causes all writes to affected 
sectors to be ignored by the IDE driver.  
This has the effect of producing read-
only sectors on the disk.  Another name 
for this failure model is the phantom 
write [15].  It is inspired by damage to 
physical storage media, which can 
cause certain regions of disk to become 
read-only. 

 
• transaddr, or “transient address 

fault,” is very similar to the 
sectorwrong failure model 
described above.  It permutes 
addressing information using an 
identical technique, but also employs a 
probability mutator to cause the fault to 
disappear after the first manifestation.  
Through personal experience, we have 
observed this kind of faulty behavior 
due to head positioning errors and 
degrading performance of arm servos, 
or even physical wear of the drive.  
Some older drives were belt-driven, and 
this belt could wear over time.  We 
considered using the system speaker to 
emulate the sound of this failure, but 
decided that it held little scientific 
merit. 

 
• transdata is the transient version of 

the sectorfail fault, or the data-
affecting version of the transaddr 
fault.  It permutes data in a manner 
identical to that of the sectorfail 
fault, but disappears after the first 
manifestation of the fault.  We intend 
this fault to model disk controller 
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malfunction, head synchronization 
problems, or on-disk caching 
inaccuracies. 

 
• failstop models the complete, 

catastrophic failure of the disk.  This 
fault was the simplest to implement, and 
the easiest to detect.  It causes the disk 
to ignore all requests, which models a 
great number of hardware problems.   

 
We had intended to model a sixth fault type, 

stuckat, which would have represented the 
failure of a single line on the EIDE bus (inspired 
from VLSI fault models [4]).  However, it 
quickly became evident to us that stuckat 
would behave almost identically to failstop, 
so we abandoned this model. 
 
4 Implementation  
 

Our software fault injection system is 
comprised of three core components: a fault 
control application, in-kernel calls and special-
purpose code, and an injection module.  In brief, 
the control application is a user-level process 
written using standard libraries, which takes as 
input a list of faults to be inserted.  This list is 
parsed and then passed to the injection module, 
which resides in kernel space.  In-kernel and in-
driver “upcall” functions allow the module to 
interpose on every IDE disk command, to 
perform fault injection if appropriate. 

 

 
Figure 1 - Interaction of Fault Control Application, Injection 

Module, and Driver 

Before describing each of these systems in detail, 
we briefly present our observations of the Linux 
IDE driver that enable our implementation to 
function as it does. 
 
4.1 Linux IDE Driver Observations 
 At first glance, the in-kernel IDE driver code 
for our version of the Linux operating system 
(Kernel version 2.4.29, from the Slackware [19] 
distribution) seems very complex.  In fact, there 
are many thousands of lines of code in the source 
tree of the IDE driver.  Our first observation is 
that the hard disk-related driver code is contained 
almost entirely in ide.c and ide-disk.c, 
the main exception in the form of some calls to 
functions in ide-io.c. 
 
 Working only with these two files greatly 
simplified our implementation, but together they 
still account for thousands of lines of C code.  
We explored the functions contained in these 
files through insertion of printk statements 
(analogous to the user-level printf statement), 
and observations of logged outputs.  Eventually, 
we noticed that all IDE read and write requests 
have a common “choke-point” in their execution: 
the ide_do_rw_disk() function.  While 
similar functions exist throughout the driver, our 
observations indicate that only this function was 
in use in our system. 
 
 We also made an observation of the 
multitude of structures that are visible within the 
above-mentioned function.  Specifically, we 
noted that the request structure contains all 
useful information about an IDE command, 
including its type (e.g. “read” or “write”), 
location on disk, and pointer to data in the case 
of write commands, or a pointer to the intended 
destination in memory in the case of read 
commands. 
 
 Often, the request structure is 
accompanied by an ide_drive structure.  This 
structure contains useful information about the 
drive associated with the request, including the 
drive’s name, interfaces, addressing information, 
etc.  We use both the request and 
ide_drive structures to determine information 
about disk activity, and may make modifications 
to the request structure as part of the injection 
process. 
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4.2 Fault Control Application 
 The fault control application resides in user 
space.  Its purpose it to parse human-readable 
fault descriptions into a generalized fault 
definition structure.  Any fault in our fault model 
may be specified in the fault control application, 
and faults may be injected on a per-drive basis, 
simply by specifying the drive’s device name 
under the Linux operating system (“hdc,” for 
instance).  This application was critically 
necessary for our project, as the obvious 
alternative to using a control application is to 
either hard-code the faults into the kernel (which 
requires a long compile cycle and reboot to 
change the fault configuration, and may cause 
permanent instability), or to include static 
definitions in the injection module (which, again, 
would require a recompile and explicit re-
loading of the module to change the fault 
configuration). 
 
 Additionally, the control application enables 
faults to be extracted as well as injected.  This 
was a very useful feature during development, as 
early implementations caused unusual and often 
destabilizing side effects, due to bugs in kernel-
space code.  Note that this is separate from the 
mechanism by which transient faults are 
modeled. 
 
4.3 In-kernel code 
 We have made surprisingly few changes to 
the low-level kernel code.  Within the IDE 
drivers, we insert calls to the fault injection 
module in two locations.  The first of which 
occurs before a command is passed to the drive, 
in the ide_do_rw_disk() driver function.  
The purpose of this call is to provide the 
opportunity to modify data to be written, in the 
case of a write command, or to modify the disk 
addressing information (in the request 
structure) prior to either read or write commands. 
 
 The second call to the module occurs only 
for read events, within the event handler that is 
called on the completion of a disk access.  This 
upcall exists to allow modification of data that 
has been read from the disk. 
 
 In addition to these two upcall sites, we have 
added a small amount of special-purpose code to 
the IDE driver.  Specifically, this code 
implements our failstop model, and 
prematurely ends disk write commands in the 
case of the sectorro fault. Other 

modifications to kernel space were made only to 
add system calls, which result in small 
modifications to a number of files in the kernel 
source tree. 
 
4.4 Fault Injection Module 
 The role of the fault injection module is two-
fold:  

• Accept faults from the user-level 
control process via added system call 
insert_faults() 

• Apply faults as defined in the current 
fault list when modifying IDE 
commands and structures 

 
The simpler of these two operations is the 

former.  To accept new faults, the module simply 
adds new fault_entry structures (defined 
by our implementation) to the end of the current 
fault list, in the case of insertion.  The same 
system call is used to remove faults, which is 
accomplished simply by dereferencing the 
pointers associated with the faults. 

 
Fault application may occur during upcalls 

from the IDE driver.  The module iterates 
through the list of injected faults, checking the 
affected sector range as defined in the 
fault_entry structure against the sector(s) 
involved in the IDE request (from the request 
structure).  If a faulted range matches the 
currently referenced sector(s), the accompanying 
probability of fault manifestation is consulted.  
At this point, the fault is probabilistically applied 
to the request structure (that is, the fault may 
not be applied, based on random chance if the 
fault is not “always” present).  If the fault is 
excited, the probability of manifestation is XOR-
ed with the probability mutator of the fault.  This 
is the mechanism by which transient faults 
“disappear” in our injection system: we simply 
set the probability mutator equal to the initial 
probability of manifestation—after the first 
sector range match, the probability of fault 
manifestation becomes zero. 

 
Application of faults is straightforward—all 

fields modified belong to the request 
structure.  Depending on the fault configuration, 
some mutations of the request structure will 
occur. 
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5 Methodology 
 
 Our primary means of evaluating our fault 
injection system was to inject single faults (at 
known, predictable locations) and observe the 
faulty behavior induced by them.  This is a 
straightforward process, and does not have many 
of the same challenges as those in fault detection 
[11,12].  However, many of the same techniques 
are used, mostly to determine that fault injection 
does not have any readily observable effects on 
regions of disk that should remain unaffected. 
 
 We evaluated our machine on an Intel 
Celeron ® -based machine, which has a 
processor clock frequency of 1.4 GHz.  Our main 
memory size was 64 MB.  The size of our 
primary disk was 15 GB, with a swap space of 4 
GB.  We employed a second disk for fault 
injection; the size of the disk used for fault 
injection was 4 GB.  We used Linux 2.4.29 from 
the Slackware [19] distribution as our operating 
system. 
 

 
Figure 2 - System Configuration 

 
 We also employed built-in hardware cycle 
counters to determine the added access latency of 
our software.  These tests were run using a user-
level microbenchmark, which employed both 
file-system based I/O benchmarks and raw disk 
access functions.  The validation of our cycle 
counters was performed in an earlier, 
unpublished study. 
 

In addition to verifying the intended effect 
of our various fault models, we conducted a 
small experiment with the EXT-2 file system 
utility mke2fs [22].  Specifically, we attempted 
to build a file system on top of a faulty disk, with 
many different faults inserted.  Our findings for 
this small study are presented below, in the next 
section. 
 
 The sectorfail and transdata faults 
were evaluated using similar methods, as they 
have similar effects.  However, since we must 

ensure both that transdata disappears after 
manifestation and sectorfail does not, we 
were able to use the same microbenchmark for 
both faults.  Specifically, these faults can be  
observed by the following steps: 

1. Write data to a known location (a file), 
without injecting any faults.  The data 
of this file is known a priori, so reading 
from this file becomes a simple way to 
detect data corruption. 

2. Flush the file cache.  This is 
accomplished in Linux by umounting 
and mounting our test disk. 

3. Inject a sectorfail or transdata 
fault onto our test disk at the sector 
corresponding to the file from 1, using 
the control application. 

4. Read from the file from 1; at this point, 
the observed data should be incorrect.  
The file length, however, is correct, as it 
is stored separately from the file under 
EXT-2.  So, using the utility cat will 
show the presence of this fault. 

5. Flush the file cache.  This ensures that 
faulty data is not cached, so a second 
read can occur. 

6. Read again from the file from 1.  For a 
sectorfail fault, the data will again 
be corrupted.  transdata faults will 
not further corrupt the data, and the 
correct value will be returned. 

 
Verification of the sectorwrong and 

transaddr faults was accomplished by a 
separate approach.  As each of these modify the 
location information associated with a request, 
both the manifestation and the correct re-
positioning of the request must be observed.  We 
verify these faults by: 

1. Write data to two known locations (two 
files).   

2. Flush the file cache. 
3. Inject a sectorwrong or 

transaddr fault to the location of 
one of the files’ data.  This fault should 
reassign the sector corresponding to one 
file to the other, so reads from the 
affected file will effectively read the 
other file.  This ensures that not only is 
the addressing information corrupted, 
but it is corrupted in the expected 
manner. 

4. Read from the affected file.  In both the 
sectorwrong and transaddr 
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cases, the output of cat should match 
the “unaffected” file. 

5. Flush the file cache.  Again, we must 
re-read the block to ensure that 
transaddr has disappeared and 
sectorwrong has not. 

6. Read again from the affected file.  In 
the transaddr case, we now read the 
correct data.  In the case of 
sectorwrong, the value from the 
unaffected file is read a second time. 

 
The following steps verified the 

sectorro fault: 
1. Write known data to a file. 
2. Flush the file cache. 
3. Inject a sectorro fault onto the disk, 

on the sector corresponding to the file 
from 1.   

4. Write random data to the file from 1. 
5. Flush the file cache. 
6. Read from the file from 1, observe the 

same data written in step 1—the write 
from step 4 should not have had an 
effect on the state of the disk. 

 
Evaluation of the failstop fault was 

extraordinarily simple—we needed only observe 
that no reads or writes occur when failstop is 
injected.  From the perspective of user-level 
processes, this fault often manifests itself as a 
“kernel panic,” in which the system comes to an 
unexpected halt.   
 
6    Results 
 

Our measurements of added latency due to 
injection indicate that there is not a significant or 
consistently measurable performance impact 
associated with disk SWIFI.  A summary of the 
average runtimes of many (100) repeated reads 
to the same block under our injection system is 
detailed in Table 1. 
 

 Mean Access 
Time (ms) Std. Dev. 

No injection 
present 3.025 0.075 

Unaffected 
Sector 3.020 0.076 

Affected 
Sector 3.044 0.081 
Table 1 – Runtime overhead of disk fault injection 

 

The first row of Table 1 shows read 
performance without any kernel modification.  
The second row depicts performance with all of 
our modifications in place, but for IDE traffic 
that does not excite faults.  The third row shows 
average operational latency for read commands 
that excite faults.  Our fault injector does not 
incur a significant performance penalty—even in 
the case of an affected sector, the measured 
increase in access time is much less than the 
standard deviation over 100 accesses. 

 
We also evaluated the effect of the mke2fs 

command from the EXT-2 program suite [22] 
under our fault injection system.  We were 
surprised by our results, which is summarized in 
Table 2. 
 
mke2fs 
params. 

Faults (number) Detected? 

-v sectorfail 
(10) 

No 

-v -c sectorfail 
(10) 

No 

-v -c -c sectorfail 
(10) 

Yes 

-v sectorfail 
(10000) 

No 

-v -c sectorfail 
(10000) 

No 

-v -c -c sectorfail 
(10000) 

Yes 

-v sectorwrong 
(10) 

No 

-v -c sectorwrong 
(10) 

No 

-v -c -c sectorwrong 
(10) 

No 

-v sectorwrong 
(10000) 

No 

-v -c sectorwrong 
(10000) 

No 

-v -c -c sectorwrong 
(10000) 

No 

-v sectorfail (3, 
superblocks) 

No 

-v -c sectorfail (3, 
superblocks) 

No 

-v -c -c sectorfail (3, 
superblocks) 

Yes 

Table 2 – mke2fs effectiveness in the presence of faults 
 

In Table 2, three parameter sets are passed to 
mke2fs.  Specifying the –c parameter indicates 
that a quick, read-only check should be used to 
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check for “bad blocks.”   Specifying the –c 
parameter twice indicates that a more 
sophisticated, alternating-pattern write/read test 
should be used.  The –v option is used only to 
produce verbose output. 
 

In general, the file system generation utility is 
very vulnerable to disk faults.  While it is 
perhaps not surprising that mke2fs should 
succeed with a small number of faults (10), most 
would agree that in the presence of a large 
number of consecutive faults (10000), mke2fs 
should at least generate a warning.  However, in 
the cases above marked as not detected, mke2fs 
succeeds with no apparent warning. 
 

We note that mke2fs succeeds in the 
presence of all sectorwrong faults, and only 
during the most careful checks does it fail to 
succeed when sectorfail faults are inserted.  
This includes locating faults onto the 
superblocks of the file system.  Due to its test 
method, we expect mke2fs to succeed with an 
arbitrary number of sectorwrong faults, as 
described below. 

 
Without specifying any parameters (except     

–v), mke2fs simply attempts to write the 
necessary blocks to create the file system.  
However, in the presence of both sectorfail 
and sectorwrong faults, writes to any block 
will succeed.  Hence, the consistent failure to 
detect faults with this parameter configuration is 
expected. 
 
The –c parameter causes mke2fs to use a 
simple test of all blocks—not only those needed 
to create the file system.  The program reads 
each file from the disk once, in sequential order, 
without examining the data (of course, mke2fs 
cannot know against what data it should 
compare!).  Since neither sectorfail nor 
sectorwrong necessarily generate errors on 
manifestation, mke2fs’s simple test is 
inadequate to detect these errors, as well. 
 

The mke2fs utility uses an alternating-pattern 
write/read test to verify each block (one at a 
time) on a disk for “bad blocks” as its most 
careful test (denoted by –v –c –c in the table).  
Specifically, mke2fs writes the hex pattern 
0xAA to each byte of a block, then reads that 
pattern from the disk.  Once all blocks have been 
tested in this manner, the value 0x55 is written 

and read.  This effectively tests the disk for 
single-bit stuck-at faults [4], but does not test for 
addressing faults. In effect, the test may be run 
on the same sector more than once when under 
the effect of a sectorwrong fault, and the test 
succeeds simply because the block that has been 
accessed can be written and read without error.  
No test exists to ensure that the same block is not 
accessed more than once per iteration.  
Techniques for testing this fault type have been 
developed for memories [4], but are far too slow 
to be implemented for disks, making 
sectorwrong a very dangerous (and 
powerful) fault indeed. 
 
7    Summary 
 

We have implemented a software IDE-based 
disk fault injection system for the Linux 
operating system on x86-based computers.  We 
present six fault models, which can be injected 
via a simple console interface and represent a 
wide range of potential hardware and software 
failures.  Each of these failure models is inspired 
by real hardware or software failure, and has the 
desired effect on IDE read and write requests.   

 
We also evaluated the runtime overhead of our 

software fault injector, and found the overhead to 
be so small as to be immeasurable with any 
accuracy.  Specifically, we found no significant 
runtime overhead of our injector as compared to 
the injection-free (correct) case. 
 

We evaluated the ability of the mke2fs file 
system utility to detect latent disk faults we 
injected with our system.  We show that careful 
checks performed by mke2fs can detect failed 
disk sectors, but cannot detect sector addressing 
faults that may exist in low-level software or 
hardware. 
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