
54

Chapter 4

Motion Graphs

Most motions more than a few seconds in duration are naturally thought of as sequences of

atomic actions. For example, dancing consists of individual movements tied to a musical beat,

and navigation through a building is typically composed of steps in various directions interspersed

with actions like opening doors and pushing elevator buttons. Ideally, these longer motions could

be created simply by specifying which actions are needed and what order they are to occur in.

By itself, however, motion capture only provides fixed clips of finite duration. For example, an

individual data file might contain someone opening a door and stepping through it or walking

forward two steps and then making a 90◦ turn to the right. If a user needs a longer motion or

a motion with a different sequence of actions, then the technology offers little alternative but to

capture this new motion separately.

This chapter shows how a finite set of fixed example motions can be converted into a model

that allows one to controllably generate new sequences of motion of arbitrary length. The basic

idea is to automatically create transition motions that seamlessly connect different parts of the

data set. The result is a graph (called a motion graph) where edges correspond to motion clips

and nodes indicate how these clips can attach; some of these edges will correspond to original

data and others will correspond to synthesized transitions (Figure 4.1). Motion graphs are similar

to move trees [62], which have long been used by the video game industry to control characters.

Like motion graphs, move trees are graphs where edges correspond to clips, but move trees are

constructed manually: given a data set, an animator identifies places where motions can connect
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Figure 4.1: Building a motion graph from a data set of two clips. The original clips are divided into

smaller segments, and transition motions are added between certain segments. Note that playing clip 1a and

then clip 1b produces exactly the same motion as in the original clip 1.

together and uses software tools to adjust these motions so they will join seamlessly at these points,

a tedious and time-consuming process. Our strategy is instead to automatically identify where

motions are similar (as determined by an appropriate distance metric) and synthesize transitions

at all such points. Restricting transitions to these places is crucial because automatic transition

synthesis is reliable only when motions are reasonably similar. On the other hand, opportunistically

creating transitions at all such places allows us to make connections between the data that might

not have been obvious to the user.

Synthesizing motion with a motion graph amounts to selecting a sequence of edges, or walk,

on the graph. However, because transitions are created opportunistically, motion graphs generally

have a complicated structure and are unwieldy to work with directly. To simplify the task of

extracting motion from a motion graph, we present a general search framework for extracting

walks that minimize a user-defined cost function, and we apply this framework to the problem of

directing very general kinds of locomotion down arbitrary paths.

To demonstrate the potential of our approach, we introduce a simple example. We were donated

78 seconds of motion capture (about 2400 frames at 30Hz) of a performer randomly walking

around. Since the motion was donated, we did not carefully plan out each movement, as the

literature suggests is critical to successful application of motion capture data [94]. Using this

data, we constructed a motion graph and used the methods of Section 4.3 to extract motions that
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Original Motions Synthesized Motions

Figure 4.2: Left: Original motion capture data. The top two images show walking motions and the bottom

image shows a sneaking motion. Right: New motions synthesized from a motion graph. The graph was

built from the motions on the left and their mirror reflections. The top two images show walking motions

that were fit to the yellow paths; the paths of the synthesized motions are in black. The bottom image shows

a motion that was required to switch from walking to sneaking halfway down the path.

travelled along paths sketched on the ground. As seen in Figure 4.2, the actions in each synthesized

motion were appropriate for the shape of the path; e.g., when the path had a sharp corner, the

character executed a sharp turn. Combining the walking data with motion of a person sneaking,

we were further able to control the style of the character’s locomotion, requiring it to walk on

certain portions of the path and sneak on others.

The remainder of this chapter is organized as follows. Section 4.1 explains how motion graphs

are constructed and Section 4.2 describes a general framework for extracting motion that meets user
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specifications. Section 4.3 then discusses the specific problem of generating movements that follow

a path and presents experimental results. Finally, Section 4.4 concludes with a brief summary and

a discussion of the scalability of our methods.

4.1 Building Motion Graphs

In addition to constraint information, in this chapter we assume that motions are annotated with

descriptive labels, such as “walking” or “ballet”. The annotation process can be simplified with

existing automated tools [6], and in practice we have found that even a purely manual labelling is

not that time-consuming (about 10-15 minutes to label a minute of data).

A motion graph is built by creating transition motions that connects different parts of a data set.

The difficulty of constructing a transition is highly dependent on what motions are to be connected.

In particular, generating transitions between very different motions is arguably just as difficult as

generating realistic motion from scratch. Imagine, for example, creating a transition between a

run and a backflip. In real life this would require several seconds for an athlete to perform, and

the transition motion looks little like the motions it connects. On the other hand, if two motions

are already similar then simple interpolation methods can reliably generate a transition. In light of

this, our strategy is to identify places where the captured motions are already reasonably similar

and then blend the motions at these points to create transitions. The remainder of this section

discusses in detail how this can be done.

4.1.1 Locating Transitions

4.1.1.1 A Distance Metric for Motions

To find places where motions are similar, we introduce a distance metric for comparing two

frames of motion. Since each frame of data may be thought of as a vector containing the position

of the root and the orientation of each joint, a simple approach is to compute a weighted Lp norm

of these vectors. However, this metric fails to address several important issues:
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Figure 4.3: Twisting the left shoulder by 30◦ has a different impact on body shape when the arm is straight

(left) than when it is bent (right). The original pose is in blue and the adjusted pose is in green.

1. The motion at a particular frame is determined not just by body posture, but also by joint

velocities, accelerations, and higher-order derivatives.

2. Some joint orientations have more impact on the overall shape of the body than others (e.g.,

hip orientation vs. wrist orientation). Moreover, there is no simple way of assigning fixed

weights to different joints because the effect of perturbing one joint orientation in general

depends on other joint orientations (Figure 4.3).

3. A motion is fundamentally unchanged if it is translated within the floor plane or rotated

about the vertical axis, since this amounts to viewing the motion with a different camera1. In

light of this, any distance metric should be invariant under rigid 2D transformations of the

input motions.

Our distance metric accounts for each of these matters. Instead of directly comparing joint

orientations, our strategy is to attach markers to the joints and then compare the resulting point

1Movement out of the floor plane, however, does represent a fundamental change, due to the influence of gravity.

Also, the meaning of a motion may be tied to its global position and orientation (e.g., if character leans against a tree,

then it must be near the tree), but one can always create a different environment where the exact same motion makes

sense under a different global position and orientation (e.g., create a new tree wherever the character is leaning).
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Figure 4.4: To compute the distance between two frames of motion (1), local neighborhoods of frames

are extracted (2) and converted into point clouds (3). The squared distance between corresponding points

is then calculated through an optimization that factors out rotation about the vertical axis and translation in

the floor plane (4).

clouds. Intuitively, this is analogous to placing dots on the surface of a person’s skin and comparing

the movement of these dots. Formally, computation of the distance D(Mi,M
′
j) between two

frames Mi and M′
j proceeds in three steps (Figure 4.4):

1. Extract neighborhoods of 2L + 1 frames centered around Mi and M′
j. This has the ef-

fect of incorporating derivative information, with higher values of L including higher-order

derivatives. We set L so the frame windows are the same length as a transition (1
2
s in our

implementation), which ensures that the value of D(Mi,M
′
j) is influenced by each frame

affected by the transition.

2. Attach markers to each joint. In our implementation these markers are rigidly attached, e.g.,

they remain at a fixed offset in the joint’s local coordinate system. However, other methods

could be used to position markers based on skeletal pose.
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3. If there are nm markers total, then at this stage there are two point clouds with np = nm(2L+

1) points each. The distance between these two points clouds is defined as the sum of squared

Euclidean distance between corresponding points, minimized over all translations in the floor

plane and rotations about the vertical axis:

D(Mi,M
′
j) = min

θ,x0,z0

np∑

k=1

wk‖pk −Tθ,x0,z0
p′

k‖2, (4.1)

where pk and p′
k denote the kth point in the point clouds for Mi and M′

j, and Tθ,x0,z0
is a

rigid transformation composed of a rotation by θ degrees about the y (vertical) axis followed

by a translation of (x0, z0) in the floor plane. The scalars wk can be used to preferentially

weight different markers, and we assume that
∑np

k=1 wk = 1. In our implementation we

weighted all markers from the same frame equally, and a triangular kernel was used to weight

markers on central frames more heavily than markers toward the edges of the window.

The optimization in step 3 has a closed-form solution, which may be derived by setting the

gradient of the objective in Equation 4.1 to zero and solving the resulting system of equations. The

optimal coordinate transformation is

θ = arctan

∑
k wk(xkz

′
k − x′

kzk) − (
∑

k wkxk

∑
k wkz

′
k −

∑
k wkx

′
k

∑
k wkzk)∑

k wk(xkx
′
k + zkz

′
k) − (

∑
k wkxk

∑
k wkx

′
k +

∑
k wkzk

∑
k wkz

′
k)

(4.2)

x0 =
∑

k

wkxk − cos θ
∑

k

wkx
′
k − sin θ

∑

k

wkz
′
k (4.3)

z0 =
∑

k

wkzk + sin θ
∑

k

wkx
′
k − cos θ

∑

k

wkz
′
k, (4.4)

and the corresponding distance can be found by substituting these values into Equation 4.1.

Using this distance metric, each motion in the data set is compared against each other motion,

including itself. The distance between every pair of frames is computed, forming a sampled 2D

function such as the one shown in Figure 4.5, and local minima are identified by comparing the

value at each point with the values of its eight neighbors. These local minima correspond to

“sweet spots” at which transitions are locally the most opportune, and hence they serve as candidate
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Figure 4.5: A distance function for two motions. The entry at cell (i, j) contains the distance between

frame i of the first motion and frame j of the second motion. Darker values correspond to smaller distances,

and green cells indicate local minima (in the 8-neighbor sense). The smoothness stems from the continuity

of the original motions and the fact that calculating the distance between two frames involves a computation

over the surrounding neighborhoods.

transition points. A similar strategy was used by Schödl et al. [82] to create graph structures for

connecting different segments of video.

4.1.1.2 Computing Distances Efficiently

The computations in Equations 4.1–4.4 contain summations of expressions that involve point

positions in windows of frames centered on Mi and M′
j. These windows overlap for nearby pairs

of frames, and hence there is considerable redundant calculation if each pair of frames is processed

independently. This redundancy can be made clear by rewriting equations Equations 4.1–4.4. Let

fr,s = (xr,s, yr,s, zr,s) be the location of marker s on frame Mr and let f ′r,s be defined similarly.

Also, let each weight wk in Equations 4.1–4.4 be the product of two weights σs and ρr, the former

associated with marker index (so s ∈ [1, nm]) and the latter associated with the frame index within

the point cloud (so r ∈ [−L, L]). We assume
∑nm

s=1 σs = 1 and
∑L

r=−L ρr = 1. Equation 4.1 can
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then be rewritten as

D(Mi,M
′
j) = min

θ,x0,z0

L∑

r=−L

ρr

nm∑

s=1

σs‖fi+r,s − Tθ,x0,z0
f ′j+r,s‖2. (4.5)

Defining

αr =

np∑

s=1

σsαr,s, (4.6)

where αr,s is any expression involving the coordinates of marker s on frames Mi+r and M′
j+r, this

equation can be expanded into

D(Mi,M
′
j) = min

θ,x0,z0

x2
0 + z2

0 +

L∑

r=−L

ρr

(
‖fr‖2 + ‖f ′r‖2 + 2

(
ar cos θ + br sin θ + cr

))
, (4.7)

where

ar = −(xrx′
r + zrz′r) + x0x′

r + z0z′r

br = −(xrz′r − zrx′
r) + x0z′r − z0x′

r

cr = −(yry′
r) − x0xr − z0zr.

The indices i and j have been suppressed for compactness; for example, xr is used in place of xi+r,

which is the weighted average of the x coordinate of each marker on frame Mi+r. Similarly, the

equations for θ, x0, and z0 can be written as

θ(Mi,M
′
j) = arctan

(∑
r ρr(xrz′r − zrx′

r) −
(∑

r ρrxr

∑
r ρrz′r −

∑
r ρrzr

∑
r ρrx′

r

)
∑

r ρr(xrx′
r + zrz′r) −

(∑
r ρrxr

∑
r ρrx′

r +
∑

r ρrzr

∑
r ρrz′r

)
)

(4.8)

x0(Mi,M
′
j) =

∑

r

ρrxr −
(
∑

r

ρrx′
r

)
cos θ −

(
∑

r

ρrz′r

)
sin θ (4.9)

z0(Mi,M
′
j) =

∑

r

ρrzr +

(
∑

r

ρrx′
r

)
sin θ −

(
∑

r

ρrz′r

)
cos θ, (4.10)

where again we have suppressed the i’s and j’s.

Each of Equations 4.7–4.10 contains sums over 2L + 1 elements. Each sum computed for

the frame pair (Mi+∆,M′
j+∆) contains max(2L + 1 − |∆|, 0) elements of the corresponding sum
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Threshold = 0 cm Threshold = 8 cm Threshold = 16 cm

Figure 4.6: Motion graphs resulting from different distance thresholds, starting from a data set of two mo-

tions. The black lines represent the original motions and the gray lines represent transitions. The thresholds

are stated in terms of
√

D.

computed for the frame pair (Mi,M
′
j). To eliminate this redundancy, the quantities x, z, and ‖f‖2

can be precomputed for each frame in the data set, and (xx′ + zz′), (xz′ − zx′), and (yy′) can be

precomputed for each pair of frames. This reduces the number of operations needed to evaluate

the right hand sides of Equations 4.7–4.10 for all frame pairs by about a factor of 2L + 1, which in

our experiments was over an order of magnitude savings in computation time.

4.1.1.3 Selecting Transition Points

Transitions are created at local minima whose value is below a user-defined threshold. By

varying the threshold, a user can determine an acceptable tradeoff between better guarantees on

motion quality (lower thresholds) and higher transition density (higher thresholds). Figure 4.6

shows some motion graphs resulting from different thresholds.

Different types of motion will require different thresholds. For example, we have found that

transitions between walking motions require considerably lower thresholds than transitions involv-

ing martial arts or gymnastic motions. This probably stems from the fact that an average person

sees other people walk on a daily basis, but views motions like kicks or flips considerably less

frequently. Hence transitions among familiar motions (like walking) must have higher fidelity than

transitions involving unusual motions (like gymnastic maneuvers). We allow users to set different

thresholds based on the descriptive annotations attached to the motion data.
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Figure 4.7: Adding transitions about the local minimum D(Mi,M
′
j) (L = 2). Note that one transition is

from M to M′ (solid lines) and the other is from M′ to M (dashed lines).

4.1.2 Creating Transitions

If D(Mi,M
′
j) is a local minimum below the distance threshold, then two transitions can be

created about this pair of frames, one from M to M′ and the other from M′ to M (Figure 4.7). We

discuss the former, and the latter is handled similarity. The transition motion spans 2L + 1 frames

and is created by blending Mi−L, . . . ,Mi+L with M′
j−L, . . . ,M′

j+L, where M′ is assumed to have

been adjusted by the coordinate transformation specified in Equations 4.2–4.4 so it is aligned with

M at the transition point. The root position p̃ during the transition is a linear interpolation of the

root positions p from M and the root positions p′ from M′:

p̃k = α

(
k + 1

2L + 2

)
pi−L+k +

(
1 − α

(
k + 1

2L + 2

))
p′

j−L+k, (4.11)

where k ∈ [0, 2L] and α is defined as in Chapter 3:

α(t) = 2t3 − 3t2 + 1 (4.12)

Similarly, each joint orientation q̃ in the transition is a spherical linear interpolation of the corre-

sponding joint orientations q in M and q′ in M′:

q̃k = slerp

(
α

(
k + 1

2L + 2

)
,q′

j−L+k,qi−L+k

)
. (4.13)

Note that this interpolation scheme preserves C1 continuity since α is itself C1 continuous. Higher-

order continuity could trivially be achieved with different α’s, but we have found C1 continuity to

be sufficient in practice.
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Figure 4.8: A simple motion graph. The largest strongly connected component is [1, 2, 3, 7, 8, 9]. Nodes

4 and 5 are sinks and 6 is a dead end.

The use of linear blends means that kinematic constraints such as footplants may be violated.

To correct this, we infer constraints on the transition from constraint annotations in the original

motions. Treating constraints as binary signals and blending them in analogy to Equations 4.11

and 4.13 amounts to using the constraints from M in the first half of the transition and the con-

straints from M′ in the second half. These constraints may be satisfied as a postprocessing step

once motions are extracted from the graph; we use the method described in Chapter 3. Descriptive

labels attached to the original motions are also carried into transitions: a blend frame that combines

a frame from M with label set S1 and a frame from M′ with label set S2 has the union of these

labels S1 ∪ S2.

4.1.3 Pruning the Graph

If no corrective action is taken, then a motion graph may contain dead end nodes, which are

nodes that are not part of any cycle (Figure 4.8). Once such a node is entered, there is a bound on

how much additional motion can be generated. Other nodes (called sinks) may be part of one or

more cycles but nonetheless only be able to reach a small fraction of the total number of nodes in

the graph. While arbitrarily long motion may still be generated once a sink is entered, this motion

is confined to a small part of the data set. Finally, some nodes may have incoming edges with

labels that are not matched by any outgoing edge. This is dangerous since logical discontinuities
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may be forced into a motion. For example, a character currently in a “boxing” motion may have

no choice but to transition to a “ballet” motion.

To eliminate these problem nodes, the motion graph is pruned such that, starting from any edge,

it is possible to generate arbitrarily long streams of motion of the same type while also having

access to as much of the data set as possible. This is done as follows. For each descriptive label

in the data set, a subgraph is formed from all edges whose frames contain this label. The strongly

connected components (SCCs) of this subgraph are then computed, where a SCC is a maximal set

of nodes such that there is a connecting graph walk for any ordered pair of nodes. The SCCs can

be computed in time linear in the number of edges and nodes using Tarjan’s algorithm [21]. Any

edge that does not attach two nodes in the largest SCC of at least one subgraph is discarded, and

nodes which have all of their edges removed are similarly eliminated.

A warning is given to the user if the largest SCC for a given label contains below a threshold

number of frames of data. Also, a warning is given if for any ordered pair of SCCs there is no way

to transition from the first to the second. In either case, the user may wish to adjust the transition

thresholds (Section 4.1.1.3) to give the motion graph greater connectivity.

4.1.4 Results and Discussion

While we constructed several motion graphs of varying sizes, we only report results for the

largest motion graph, since it included all of the motion data used in our experiments. This graph

was constructed from 6200 frames of motion, or 3 minutes and 36 seconds of data sampled at

30Hz. On a machine with a 1.3GHz Athlon processor, 44.5s were needed to find all local minima

of D (L = 7, nm = 36). The data set contained three kinds of motion: walking, sneaking, and

martial arts movements such as kicking and punching. Separate transition thresholds were set for

each of the 9 possible style-to-style transitions (e.g., walking to walking, walking to sneaking,

etc.); a simple GUI allowed a user to see how graph connectivity varied with each threshold.

Approximately five minutes of user time were needed to select the thresholds, and 0.8 seconds of

processor time were needed to compute transition motions and prune the motion graph. The total

size on disk of the local minima (including frame indices, value of D, and the aligning coordinate
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transformation) was 2.1MB, or 83% of the size of the motion data. See Section 4.4 for a discussion

regarding the scalability of graph construction.

Since transitions can only occur at local minima of D, altering the frame distance computa-

tion will in general yield different graphs. We have experimented with different settings for the

following parameters:

1. Neighborhood widths (between 0.1s and 0.75s)

2. Weights ρ for different frames in the neighborhood (we used box, triangle, and gaussian

weight functions)

3. Number of markers per joint (1 will only capture joint position while 2 or 3 will also include

orientation information)

4. Weights σ for different joints (we used both uniform weights and only having nonzero weight

on the shoulders, elbows, hips, knees, pelvis and spine, as suggested by Lee et al. [52]).

While individual transitions may be lost or gained as the minima of D are altered (in particular,

longer neighborhood widths lead to smoother distance grids with fewer local minima), we have

found the general distribution of transitions to be largely insensitive to the specific choice of pa-

rameters. Moreover, we have found that a typical transition will change position by only a frame

or two, which results in blends that are visually nearly indistinguishable. This seems to contradict

the results of Wang and Bodenheimer [93], who sought to compute optimal weights for the metric

of Lee et al. [52]. They discovered that the globally best transition point between two motions can

change dramatically if joint weights are varied. However, we are interested not in a single globally

optimal transition, but rather a set of locally optimal transitions — in our experience, the values of

these local minima will fluctuate if the parameters of D are changed (and hence the global opti-

mum may shift), but their locations are quite stable. We speculate that alternative distance metrics

(i.e., those of Arikan and Forsyth [5] and Lee et al. [52]) are similar in this regard, although we

have not conducted experiments.
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Figure 4.9: A motion graph constructed from a minute of data (about 1800 frames at 30Hz).

4.2 Using Motion Graphs

Any walk on a motion graph can be converted into a continuous motion by applying the ap-

propriate coordinate transformation to each edge’s clip and concatenating them. It is assumed that

each transition clip stores the coordinate transformation that aligns the motion segment that follows

it with the one that precedes it. Kinematic constraints on the reconstructed motion are enforced

using the algorithm discussed in Chapter 3.

Motion graphs can have a complicated internal structure that is unwieldy to work with directly

(Figure 4.9), so it is important that users have high-level tools for building graph walks. The

simplest approach is to build random walks, but the arbitrary motion that this would generate is of

limited practical use beyond an elaborate screen saver. Another possibility is to employ shortest-

path graph algorithms to find graphs walks that minimize metrics such as time elapsed or distance

travelled. While this would allow users to build motions that connect two given clips, it is less

useful than it might appear at first. First, there are no guarantees that the shortest graph walk is

short in an absolute sense. For example, in our larger test graphs (which contained several thousand

nodes) the duration of the minimal-time walk between any two nodes was on the order of two and

a half seconds. This is not because the graphs were poorly connected — since the transitions

were about half of a second each, on average only four or five transitions separated any two of

the thousands of nodes. A second and more important problem is that there is no control over
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what happens during the generated motion. One cannot, for example, specify relatively simple

properties like what direction the character travels in or where it ends up.

To provide users with more control in extracting graph walks, we cast motion synthesis as an

optimization problem. Given an objective function and hard constraints, our algorithm attempts

to find a graph walk that minimizes the objective while satisfying the constraints. For all but the

most trivial objective functions, there is no efficient algorithm for extracting the globally optimal

walk, so we instead employ search methods to find a satisfactory walk within a reasonable amount

of time. The remainder of this section describes the search algorithm and discusses issues in

selecting good optimization criteria.

4.2.1 Searching For Motion

To build a graph walk, the user supplies a scalar objective function g(w, e) that evaluates the

error accrued by appending an edge e to existing graph walk w, which may be the empty walk ∅.

The total error f(w) of a graph walk is then

f(w) = f([e1, . . . , en]) =
n∑

i=1

g([e1, . . . , ei−1], ei), (4.14)

where w is comprised of the edges e1, . . . , en. It is assumed that g(w, e) is nonnegative, which

means that total error can never be decreased by adding an edge to a graph walk. The user must

also supply a halting condition indicating when no additional edges should be added to the walk; a

walk satisfying this condition is said to be complete. The start of the walk may either be specified

by the user or chosen by the search algorithm. Finally, the user can specify hard constraints to

restrict the search space. For example, a graph walk may be prohibited from causing the character

to intersect with an object or from using particular kinds of motion.

A simple way of optimizing f is to generate all complete graph walks with depth-first search

and then select the one with minimal cost. Illegal motions can be pruned by terminating a branch

of the search whenever an edge is encountered that, when appended to the current walk, violates

the constraints. Unfortunately, this algorithm is infeasible for constructing longer motions because

the number of possible graph walks grows exponentially with the average size of a complete graph
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walk. A considerable increase in efficiency can be gained by exploiting the fact that f(w) can

never decrease as a result of adding edges to w. The algorithm keeps track of the current best

complete graph walk wopt and immediately halts any branch of the search for which the current

error exceeds f(wopt); this strategy is sometimes referred to as branch and bound. The user

may also define a threshold error ǫ such that if f(w) < ǫ and w is complete, then the search is

immediately halted.

Branch and bound is most successful when a tight lower bound is obtained early in the search

process, and it is therefore advantageous to order the search so lower-error walks are likely to be

explored first. We use a simple greedy heuristic: given a set of unexplored child edges e1, . . . , en,

we start with the one that minimizes g(w, ei).

While branch and bound reduces the number of graph walks that must be evaluated, it does

not change the fact that the search process is inherently exponential; it merely lowers the effective

branching factor. For this reason we generate the desired graph walk incrementally. At each step

branch and bound is used to find an optimal graph walk of n frames. The first m frames of this

walk are retained and the final retained node is used as the starting point for another search, and

this process continues until a complete graph walk is generated. This technique is known in the

search literature as beam search. In our implementation we used values of n from 60 to 120 frames

(2 to 4 seconds) and m from 25 to 30 frames (about one second).

Sometimes it is useful to have a degree of randomness in the search process, such as when one

is animating a crowd. One simple way of adding randomness is to select the starting point(s) for

the search at random. Another simple method is retain the r best graph walks at the end of each

search iteration and randomly pick among the ones whose error is within some tolerance of the

best solution.

4.2.2 Deciding What To Ask For

Since the motion extracted from the graph is determined by the optimization criteria, it is

worth considering what sorts of criteria are likely to produce desirable results. To illustrate the
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Figure 4.10: Search result where the goal was to connect walking with a series of kicks. The halting

condition is that a particular kicking clip must be played, and the objective function measures the deviation

of the global translation and orientation of this clip from user-specified values. The character spends ap-

proximately seven seconds turning in place in an effort to better align itself with the final clip. The dotted

black line shows the path of the root in the floor plane, and the dotted yellow line indicates the path of the

kicking clip under the desired coordinate transformation.

issues involved, we present a simple example. Imagine that we want to place two clips in a par-

ticular position and orientation and then find a motion that connects them. This formally corre-

sponds to a search where the starting edge is e0, the halting condition is that the final edge is

eT, and the objective function measures the difference between the desired coordinate transforma-

tion {θ, x0, z0} for eT and the actual transformation {θ′, x′
0, z

′
0}. We used the objective function

c1 (θ′ − θ)2 + c2

(
(x′

0 − x0)
2 + (z′0 − z0)

2)
, where c1 and c2 are weights balancing orientation er-

rors with position errors. While in principle the search algorithm can return a reasonable result,

it might also return a bizarre motion like the one shown in Figure 4.10, where the character turns

around in place several times in order to better align the final clip with its target configuration.

Two lessons can be drawn from this example. First, the objective function gave no indication

as to what should be done in the middle of the motion; all that mattered was that the final clip be in

the right position and orientation. This is unwise since arbitrary motion is almost never desirable

— the objective function should provide guidance throughout the entire duration of the motion.

Second, the halting condition was probably more specific than necessary. If it did not matter

what kick was performed, then the search should have been allowed to choose a kick that did not
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require such effort to aim. In general, the optimization criteria should be no more restrictive than

necessary, so the search algorithm is not needlessly prevented from considering viable motions.

Note the tradeoff here: guiding the search toward a particular result must be balanced against

unduly preventing it from considering all available options.

4.3 Path Synthesis

While formulating good optimization criteria can require some care, it is nonetheless possible

to devise criteria that allow practical problems to be solved. This section shows how our search

framework can be applied to path synthesis, where the goal is to generate motion such that a

character travels along a user-specified path. The section provides optimization criteria for path

synthesis, presents results, and discusses applications of our technique.

4.3.1 Optimization Criteria

Let P(s) be the path that is to be followed and Pw(s) be an estimate of the path travelled by

the character during graph walk w, where both paths are parameterized according to arc length s.

In our implementation Pw is formed by projecting the root joint onto the ground at each frame and

linearly interpolating these points. Let e be a new edge that is to be added to an existing walk w,

forming a new walk (w + e), and let ei be the ith frame of e and s(ei) be the arc-length distance

of ei from the start of P(w+e). The position on P corresponding to P(w+e) (s(ei)) is defined as the

point at the same arc length, P (s(ei)). The cost of appending e to w is then the sum of squared

distances between these corresponding points:

g(w, e) =

n∑

i=1

‖P(w+e) (s(ei)) −P (s(ei)) ‖2, (4.15)

where e has n frames. Note that s(ei) depends on the total arc length of w, which is why g is a

function of w as well as e. Any frames on the graph walk at an arc length longer than the total

length of P are mapped to the last point on P, and the halting condition for the search is that the

total length of P(w+e) must meet or exceed that of P.
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To improve the efficiency of the search, we precomputed the root path for each edge corre-

sponding to a transition motion, instead of linearly blending captured root positions on the fly. We

also precomputed for each edge the arc length distance of each frame from the first frame of the

edge, along with the distance of the first frame from the last frame of each predecessor edge. This

allowed us to compute total arc length at run time simply by summing these stored frame-to-frame

path distances.

The cost function in Equation 4.15 was chosen for several of reasons. First, it can be computed

efficiently, which is important if the search algorithm is to produce results in a reasonable amount

of time. Second, the character is given incentive to make definite progress along P. In particular,

if the character were merely required to be near P (e.g., by measuring for each point on P(w+e)

the shortest distance to P), then a low cost could be achieved by oscillating about a fixed point

on P. Finally, this metric allows the character to travel at whatever speed is appropriate for the

current action. For example, a sharp turn will not typically cover distance at the same rate as

walking straight forward, and since both types of actions can be important, one should not be

given preference over the other.

One potential problem with this cost function is that if a character is ever at exactly the correct

point of P, then it can indefinitely accrue zero cost by remaining in place. While we have not

found this to be a problem in practice, it can be countered by requiring at least a small amount

of forward progress γ on each frame. Specifically, the function s(ei) in Equation 4.15 can be

replaced with t(ei) = max(t(ei−1)+s(ei)−s(ei−1), t(ei−1)+γ). A second limitation of this cost

metric is that irrelevant high-frequency details in the character’s path can cause it to have a greater

arc length than one might intuitively expect. For example, when a person walks in a straight line

their pelvis trajectory is not perfectly straight, but instead oscillates in rhythm with the walk cycle.

As a result, the arc length distance measured by our algorithm will be greater than the Euclidean

distance between the first point and the last point. In general, this discrepancy causes the character

to appear to take small “short cuts” when following a path, since the target positions on P gets

pushed ahead by the extra amount of arc length. Filtering Pw to remove high frequencies is not a

viable way of correcting this problem, since many high frequency characteristics are important to
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the shape of the path (e.g., sharp turns). Regardless, in practice we have found the errors caused by

this phenomenon to be small, especially when compared to other errors introduced in the process

of fitting a discrete sequence of motion clips to a continuous path.

In many circumstances the user will want all synthesized motion to be of a single type, such

as walking. To achieve this, the search can be confined to the subgraph containing the appropriate

descriptive label. One can also require different types of motion on different parts of the path — for

example, one might want the character to walk along the first half of the path and sneak down the

rest. Consider the case where P is to be divided into two pieces P1 and P2 of arc length s (P1) and

s (P2), with motion of type T1 on P1 and of type T2 on P2; the generalization to higher numbers of

style transitions is straightforward. As long as the arc length of P(w+e) is less than s (P1) − δs for

some threshold δs, only edges with label T1 are considered. Otherwise edges whose labels include

either T1 or T2 are considered, and if an edge with label T2 is chosen then all subsequent edges on

that branch of the search are also required to have the label T2 (that is, the character has switched

to the second type of motion). As long as the character is in style T1, then P is taken to terminate

at the end of P1, so the path point of any frame on P(w+e) whose arc length exceeds s (P1) will

map to the end of P1 in Equation 4.15. In our implementation we set δs to half the height of the

character.

4.3.2 Results

All experiments with our path synthesis algorithm were run on a machine with a 1.3GHz Athlon

processor. The time needed to execute the search varied from example to example, but in the

worst cases it was within ten percent of the duration of the synthesized motion. Relative to the

search algorithm, the time needed to compute blends at transitions and to enforce constraints was

negligible. Videos are available at http://www.cs.wisc.edu/graphics/Gallery/Kovar/MoGraphs.

While the examples in Figure 4.2 demonstrate that our algorithm can accurately fit motion to

new paths, the success is perhaps unsurprising since the input motions already contained a fair

amount of variation, including straight-ahead marches, sharp turns, and smooth changes of curva-

ture. However, even with small data sets it is possible to fit motion to nontrivial paths. We built a
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Captured Motions

Synthesized Motions

Figure 4.11: Original sneaking data and synthesized motions designed to fit paths. For the original data,

the motion path is shown in black. For the synthesized motions, target paths are yellow and synthesized

paths are black.

motion graph out of two 12.8s clips of an actor sneaking, one clip consisting of original data and

the other of the mirror image of this data. We then constructed the new motions shown in Fig-

ure 4.11, each of which were also approximately 13s in duration. Note that while the synthesized

motion is close to the target path, the fit is not exact. This is because the synthesized path is a

concatenation of path segments from a discrete set (namely, the motion path of each edge in the

motion graph), and hence arbitrary target paths cannot be perfectly reproduced.

With larger data sets it is possible to fit motion to more complicated paths, such as the two

shown in Figure 4.12. For each path two motions were synthesized, one using a data set of about

100s of walking motion and the other using about 100s of martial arts movements. Note that our

algorithm is successful for motions that are not obviously locomotion: in the martial arts examples,

the character kicks, punches, ducks, and dodges in a contrived manner such that it follows the

specified path.

Figure 4.13 shows paths containing constraints on the allowable motion type. Specifically, the

character is required to walk on the yellow portions of the path, sneak on the purple portions, and
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1

2

3

4

Figure 4.12: Fits to complicated paths. In each case the target path is yellow and the synthesized path is

black. The motions in images (1) and (3) were synthesized from walking data and the motions in images

(2) and (4) were synthesized from martial arts data.
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Figure 4.13: Fits to paths where the character is required to walk on the yellow portions, sneak on the

purple portions, and perform martial arts movements on the green portions.
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perform martial arts movements on the green portions. Note that the character both stays close to

the path and transitions between motion types near the appropriate points. The motion graph used

in these experiments was built from about three and a half minutes of motion data.

While the ability to fit characters to complicated paths is useful in and of itself, we also note

that with previous methods a tremendous investment of effort would have been necessary to create

motions as lengthy and complex as the ones shown in Figures 4.11–4.13. Starting with just the raw

data, an artist might easily have spent weeks producing the more complicated motions. In contrast,

with our system the entire amount of time needed to produce even the longest of these motions

(about 2.5 minutes in duration) was less than fifteen minutes, including the time needed to build

the motion graph (identify local minima and set thresholds) and execute the search algorithm.

The range of paths that can be fit with our algorithm is highly dependent on the input data set

— paths with sharp turns, for example, can not be fit accurately if no sharp turns are present in

the data. Similarly, if the character only has a few ways of accomplishing certain maneuvers, than

these motion segments will necessarily appear repeatedly. For instance, in our walking data the

character only had one way of making a roughly 180 degree turn, and hence this movement was

repeated at the tops of the “H” and the two “l”’s in the “Hello” fit of Figure 4.12. We also noticed

that sometimes walking motions would contain speed variations when fit to paths consisting of a

single straight line. While such speed changes are natural when a turn is being made, people tend to

walk at the same rate when travelling directly forward. The synthesized motion hence sometimes

appeared unnatural, not because of flaws in the joint trajectories themselves, but rather because the

sequence of actions was atypical. This is a general limitation of our search framework: properties

relating to the meaning of a motion can be difficult to encode in terms of optimization criteria.

4.3.3 Applications Of Path Synthesis

Directable locomotion is needed in many applications, and here we summarize some circum-

stances in which our path synthesis algorithm might be useful.

High-Level Keyframing. If a character must perform certain types of actions in a specific

sequence and in particular locations, then a user can simply draw a series of paths labelled with
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appropriate actions types. This allows complex animations to be controllably generated without the

tedium of manual keyframing. Similarly, if an AI algorithm is used to determine what actions must

be carried out based on the environment and the internal state of a character, then our technique

may be used to synthesize an appropriate animation.

Interactive Control. Our path synthesis technique can be modified to give a user interactive

control over a character — for example, the user might press arrow keys to control the direction

in which a character travels. In a preprocessing stage, for each edge in the graph our path fitting

algorithm is used to find motions that travel in straight lines pointing in a sampling of directions.

The first edge of each optimal graph walk is retained and stored in a lookup table. Motion is then

synthesized at run time by selecting the entry in the current edge’s table that best matches the

intended direction of travel.

We implemented this on two data sets, one containing 27s of kicking motions and the other

containing 100s of walking motions, with the lookup tables containing 16 entries (22.5◦ separation

between directions). Each execution of the search algorithm found 90 frames of motion that best

travelled in the desired direction. While the amount of storage needed was modest (3.5% and

7.2% of the data set size for, respectively, the kick and walk examples), the computation demands

were considerable (about 1 hour for the kicking data set and 8 hours for the walking data set).

However, our method for generating lookup tables is essentially brute force, and we believe that

more efficient methods could be devised.

Crowds. While our discussion has so far focused on a single character, our methods could

easily be applied to several characters in parallel. For example, a standard collision-avoidance

algorithm could be used to generate a path for each individual, and the motion graph could then

generate motion that conforms to this path. Moreover, the techniques described at the end of

Section 4.2.1 can be used to add variability to the generated motion.
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4.4 Discussion

This chapter has presented a framework for controllably generating lengthy, realistic motions

by piecing together short segments of captured motion. The basic strategy is to add special transi-

tion motions to the original data set to form a graph, and then to search this graph for motion that

optimizes a user-supplied objective function. Our methods are highly automated: the only inputs

needed for graph construction are thresholds which determine where transitions may occur, and for

synthesis the user only needs to supply appropriate optimization criteria. We have demonstrated

our methods on the important problem of synthesizing motion that travels down a given path.

While the time and space requirements for building and using motion graphs were quite modest

for our data sets, our example motions were limited to a few different kinds of actions (primarily

walking, sneaking, and kicking). While we believe our experiments are sufficient to show the po-

tential of our method, a character with a truly diverse set of actions will require a much larger data

set, and the scalability of our framework therefore bears discussion. The principal computational

bottleneck in graph construction is locating candidate transition points, since this requires com-

parison of O(n2) pairs of frames for an n-frame data set. This calculation is trivial to parallelize,

and it may be sped up by finding local minima in a coarse-to-fine fashion (e.g., subsample the

original data, find local minima, and then refine the regions around these minima at a higher res-

olution). Also, the distances between old frames need not be recomputed if additions are made to

the database. Nonetheless, the total computation fundamentally requires quadratic time, and if the

data set size makes this computation prohibitive, the user may want to manually segment the data

set to narrow the search for transitions (e.g., perhaps no attempt would be made to find transitions

directly connecting football motions with ballet).

The number of edges leaving a node in general grows with the size of the motion graph, and

hence the branching factor in our search algorithm may grow as well. However, we believe that

in practice a large motion graph will necessarily contain many distinct kinds actions. In particular,

a point is reached at which there is little advantage to having more motion of the same type —

for example, obtaining more walking motion is not useful once one can already direct a character
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along nearly any path. Hence the branching factor in a particular subgraph will remain stationary

once that subgraph is sufficiently large. We anticipate that typical graph searches will be restricted

to a small number of subgraphs, and so we expect that our search algorithm will remain practical

even for larger graphs.

Although motion graphs allow one to quickly generate lengthy and complicated motions, they

suffer from several limitations that may frustruate their use in online applications. First, at present

there is no general way of characterizing the range of motions that can be produced. For example,

there is no simple way of placing bounds on how much a synthesized motion will deviate from

the path that it is to follow, even in the limit where this motion is the globally optimal graph

walk. Second, a motion can be controlled only at nodes, and if the average edge length is too long

then a character may be insufficiently responsive. While the average edge length can be reduced

by allowing transitions to occur more quickly, our current methods provide no general way of

minimizing the time between transitions. Finally, although in our experiments motion could be

synthesized in approximately real time, in an online setting synthesis must occur much faster than

real time in order to allow time for other tasks, such as rendering and simulation. Extensions to

motion graphs that are targeted toward online control have been made by Gleicher et al. [33] and

by Lee and Lee [53].

4.4.1 Comparison with Concurrent Work

Concurrent with this work, Arikan and Forsyth [5] and Lee et al. [52] proposed graph-based

synthesis models similar to our own. As with our work, they automatically synthesized transitions

at places where motions were locally similar, and they used search algorithms to extract motions

from the resulting graph. Despite these high-level similarities, their models differed from ours in

several details:

1. Distance Metric. Arikan and Forsyth [5] defined frame distance as a weighted sum of the

Euclidean distance between joint positions and velocities, measured relative to the root’s

coordinate frame. Lee et al. [52] defined frame distance as a weighted sum of the great-arc

distance between joint orientations and the Euclidean distance between joint velocities (see
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Section 4.1.1.1 for comments on directly comparing joint orientations). Joint data was either

represented in the global coordinate frame (to preserve interactions with stationary objects)

or relative to the root’s local coordinate frame. Our metric incorporates information from

higher-order derivatives than velocity, and our optimization for aligning local coordinate

frames may be viewed as a generalization of directly aligning the roots. Also, we note that

our distance metric could trivially be adapted to preserve global positions and orientations;

one would simply skip the optimization of Equation 4.1 and set θ = x0 = z0 = 0. While

we have not run any formal comparisons of these different distance metrics, we suspect that

none of them are qualitatively superior to the others.

2. Transition Locations. As with our work, Lee et al. [52] only allowed transitions at local

minima of D, and they further disallowed transitions between frames with different contact

states. With constraint enforcement, we have found the latter to be unnecessary. Arikan

and Forsyth [5] allowed transitions at any point of D below a threshold. Nearby points

were clustered to create entire regions where transitions could occur, and these clusters were

subdivided to create a hierarchy of graphs where transitions could occur at progressively finer

granularities. This approach provides some added flexibility in selecting precise transition

locations at the expense of requiring additional storage.

3. Transition Synthesis. Both Arikan and Forsyth [5] and Lee et al. [52] generated transitions

by making jump cuts and adding displacement maps [98] to preserve, respectively, C0 and

C1 continuity. Roughly speaking, this makes transitions more localized than with our ap-

proach: building a displacement map for a transition from Mi to M′
j only uses information

from these two frames (and possibly the frames immediately before and after, to compute

velocity differences), whereas our method uses information from every frame in the tran-

sition window. An advantage of using displacement maps is that transitions can be made

very close to the boundaries of a motion, whereas our method requires Mi and M′
j to be at

least L frames from, respectively, the start of M and the end of M′. On the other hand, it is

difficult to reliably preserve C1 continuity with displacement maps because velocities must
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be estimated with finite differences, and errors in this estimate can create subtle but disturb-

ing jumps in velocity. Our method guarantees C1 continuity without having to explicitly

compute velocities.

4. Search Methods. Arikan and Forsyth [5] employed a random search method to find motions

with constraints at sparse frames (e.g., the beginning and end must be in specified positions

and orientations). Our branch-and-bound method is poorly suited to these sparse constraints,

because the cost of a motion is not influenced by frames in between constraints. However,

following the discussion of Section 4.2.2, we believe that in practice sparse constraints are

undesirable, because large portions of a motion could literally do arbitrary things. Lee et

al. [52] clustered similar frames and then used the motion graph to determine connections

between clusters. Each frame in the graph with multiple outgoing transitions was then as-

sociated with a tree representing all possible sequences of clusters up to some maximum

depth; these trees were used to speed up searching at the cost of additional storage. Both of

these alternative approaches to searching could be applied to the motion graphs built with

our system.


