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Abstract

We presentMetropolis Photon SamplingVIPS), a visual importance-driven algorithm for populatiphoton
maps. Photon Mapping and other particle tracing algorithfas if the photons are poorly distributed. Our ap-
proach samples light transport paths that join a light to #yee, which accounts for the viewer in the sampling
process and provides information to improve photon starBgéhs are sampled with a Metropolis-Hastings algo-
rithm that exploits coherence among important light pathis.also present a technique for including user selected
paths in the sampling process without introducing biassHfiows a user to provide hints about important paths
or reduce variance in speci ¢ parts of the image. We demaistMPS with a range of scenes and show quantita-
tive improvements in error over standard Photon Mapping Btedropolis Light Transport.

Categories and Subject Descriptdescording to ACM CCS) 1.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism Color, shading, shadowing, and &xtur
Keywords:global illumination, Photon Mapping, particle tracing,stial importance, MCMC, user input

1. Introduction deposits photons when the particles interact with surfaces
It performs poorly when little of the lights' total power ar-
rives at locations important to the nal gather. This situa-
tion is not uncommon in practice: indoor environments may
have many lights that contribute unevenly to the image (Fig-
ure 1); in some scenes most light paths are occluded (Fig-
ure 4); and local views of outdoor scenes may see little of
the sun's power (under a forest canopy or in downtown city
streets). Poor sampling results in excess noise in the indi-
rect illumination estimates derived from the map. Further-
more, low photon density leads to larger search radii in ac-
cessing photons, which causes inappropriate samples to be
included and hence severe energy bleeding. Both effects are
evidenced in the left image of Figule based on the photon
distribution on the left in Figure.

Applications from Im special effects to industrial design
demand realistic renderings of complex scenes, yet the accu
rate computation of global illumination remains a challeng
ing problem. Photon Mappingl¢n01] is the current choice
of industry for scenes with general surface primitives and r
ectance functions Dri01]. It uses an initial pass to populate
photon maps with samples of the power arriving at points in
the scene. Anal gather pass then uses the maps to esti-
mate the contribution of indirect illumination to visibléxp
els. Itis essential that the initial pass populate the mafs w
photons useful to the nal gather, but the standard techaiqu
fails to do so in some common scenes. This paper presents
Metropolis Photon SamplingMPS), a Monte Carlo sam-
pling algorithm for constructing photon maps that produces
high-quality results in situations where standard photap m
construction fails. MPS also gives users a technique to con-  One underlying cause of a poor sample distribution is the
trol variance over the image. lack of visual importance information; sampling from the
light does not consider the camera location. Our rst centri
Standard Photon Mapping traces particles from the lights pytion is a techniqueMetropolis Photon SamplingMPS),
distributed according to the lights' power distributiomd  that builds photon maps using complete light paths that join
a light to the eye. By linking to the eye we account for vi-
sual importance and can identify photon storage locations
Y shaohua@cs.wisc.edu that will be useful to the nal gather (Figurg). This re-
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Figure 1: Leftmost is the plan of a scene in which only a small portiotheflights' total power contributes to the image.
The left image was produced using standard Photon Mappimizhwunder-samples some regions and over-samples others,
resulting in image noise and severe energy bleeding fromadfecent room (the cause of the incorrect illumination arduhe
edges of the rear wall). To the right is our result. Paths jogthe eye to a light were sampled and photons were storgdion|
important locations. The insets on the far right show zooseadions taken from the center-left of the images, and dsimrae

how our method (lower) both reduces noise and avoids endeggding.

nigue in the rendering literature for including speci ¢ use
de ned sample paths in a Monte Carlo framework.

2. Related Work

The rendering equatiorkKpj86, PH04 is the physical foun-
dation for image synthesis. Here we concentrate on Monte
Carlo methods for solving the equation; while nite element
methods for general scenes have been propoke@ge

Figure 2: Photon distributions for Figurd. While standard ~ SP89WCG817, they are not widely used due to high com-
Photon Mapping generates many photons in a short period Putation time and memory requwement.s. The rst unbiased
of time (left), they are almost all located in places not rele ~ Monte Carlopath tracingalgorithm was introduced by Ka-
vant to the nal image. Right is our result for identical com-  jiya [Kaj86]. Path tracing builds random ray trees rooted at

putation time, with all the samples in locations useful to a the eye and considers each valid transport path as a sample.
nal gather operation. Bi-directional path tracinglW93, VG94] forms paths from

both the eye and a light and joins them. This has the ad-
vantage of combining both visual importance and the lights'

duces image noise and energy bleeding artifacts in scenes X a ]
where most paths traced only from the lights are irrelevant POWer. but the disadvantage that each path is independent;
to the image (Figura). MPS uses a Metropolis-Hastings al- while a dif cult path may be located by random chance, it

gorithm [MRR 53, Has7QGRS96 to sample over paths, but cannot pe further exploited. Kollig and KelleKK00] ad- .
the general framework supports other sampling methods. dress this problem with quasi-Monte Carlo methods, which
can exploit coherence in random number space under the as-

sumption that paths generated with similar random choices
are similar paths, which is not necessarily the case in even

Regardless of the sampling strategy used, light paths that mildly complex scenes.

are dif cult to nd randomly lead to image artifacts in Monte
Carlo rendered images. In Photon Mapping this tends to  Veach MG97] presentedMetropolis Light Transport
manifest itself as smooth but incorrect results, while in a (MLT), which is a Markov chain Monte Carlo (MCMC) al-
pure Monte Carlo framework the result is noise. Frequently gorithm designed to exploit coherence in path space. MCMC
the dif cult paths are obvious to a user: light may have to views sampling as a Markov process, and hence a good
pass through a small opening or be focused by a particu- sample found in one step can improve subsequent samples.
lar scene element. Our second contribution enables a user toMCMC also allows multiple sampling strategies to be com-
provide a small set of important light transport paths thatt  bined without introducing bias, which enables us to incor-
sampling process uses to reduce variance. No bias is intro- porate user-guided sampling. VeacMalltiple Importance
duced to the result. User de ned paths help when sampling Sampling[VG95] also combines different strategies, and it
from dif cult geometric arrangements, and also give a user could also support user input of the form we propose. An al-
local control over variance in the image. Forinstance, g Fi  ternate MCMC approach to rendering has been proposed by
urelthe user suggested 10 paths that carry light through the Kelemen et al. KSKACO02]. Rather than sampling in path
doorway from the neighboring room. Ours is the rst tech- space, they sample on a high-dimensional unit cube. MLT
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was extended to support participating media by Pauly et
al. [PKKOQ].

A single sample may be representative of illumination
over a large region if radiance varies slowly, as is often
the case in scenes with signi cant indirect diffuse illumi-
nation. Particle tracing algorithms, of which Photon Map-
ping is one, exploit this to re-use light paths. AnAry86],
Heckbert Hec9Q and Collins [Col94 proposed algorithms
that usédllumination-mapsgo store irradiance arriving along
sampled paths. Like Photon Mapping, particles are traced
from the lights, but they require parameterized geometry fo
the maps. The method of Shirley et aBWH 95] traces
particles and builds a polygonal mesh representation that
can be rendered in real time for varying viewpoint. Chen
et al. [CRMT9]] also worked with 2D maps but in addi-
tion offered a progressive re nement solution. Our sanglin
method could be used with any of these prior techniques,
with some modi cation to particle storage. Ward®ADI-
ANCEsystem WRC88War94 traces rays from the eye and
caches diffuse contributions for use in subsequent estgnat
Theirradiance cachingtechnique YWH92)] is used to deter-
mine if the cached samples provide an adequate estimate.

Many rendering algorithms have been developed to ex-
ploit visual importance; see Christensé@hf03 for a sur-
vey. Speci ¢ to particle tracingimportontechniques trace
particles from the eye to construct anporton mapthat is
used to estimate visual importance. Peter and PieRER§
used the importon map to construct importance sampling
distributions for each scattering event of the particle-tra
ing phase. The algorithm is expensive due to the cost of
computing distributions at every particle bounce, its loca
decisions may not produce a globally important path, and
the importance sampling produces photons with highly vari-
able power. Keller and Wald&W00] used importon maps to
avoid photon storage in areas that contribute little to thal
image. Their technique reduces memory usage and main-
tains roughly uniform photon power, but gives no control
over the generation of the samples in the rst place. Suykens
and Willems' [SWO0( algorithm considers the current sam-
ple density in the photon map when storing a new sample
and redistributes its power if it would result in excess den-
sity (without modifying photon generation). Unlike exisgi
methods, our algorithm samples from complete paths join-
ing the light to the eye and thus ef ciently accounts for vi-
sual importance without using importons. Complete paths
also provide information about important photon storage lo
cations and hence reduce redundant photons.

Variance is typically controlled by using more samples, or
designing new algorithms (not a natural tool for most end-
users). Ward\Var94 allows users to specify surfaces as im-
portant secondary light sources, and the system builds thei
outgoing irradiance functions for use in indirect illumina

tion. The technique is targeted at large secondary sources,

such as windows, but fails if the secondary source itself is
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not easy to reach from the light or no one surface is signi -
cant enough to warrant the attention. Our approach allows a
user to specify paths through multiple re ections, and pkac
no restrictions on the surfaces or pieces of surface affecte
A related idea to user input is sampling based on pilot paths
that are found in a random initial pass (or in the previous
frame of an animation). Dmitriev et aIDBMS02 discuss
this approach in the animation context, but it relies on sim-
ilarity in random number space to compute path perturba-
tions. With user input, there are no random variables associ
ated with the paths, so this approach cannot be applied.

3. Light Paths To Photons

We incorporate visual importance into photon map construc-
tion by extracting photons fromompletdight paths that join

a point on a light source to the eye through some number
of scattering (re ection or transmission) events. Comgplet
paths also allow us to identify the point on the path at which
a photon should be stored. Assume for the moment that we
can produce sample light paths. In this section we address
the way in which photons are extracted from the paths.

3.1. Photon Locations

Given a light path, we wish to identify the point or points
along it that will be accessed during a photon map lookup.
This clearly depends on how the nal gather is performed.
We use a standard Photon Mapping nal gather as described
by JensenJen01, to whom we refer the reader for motiva-
tion and details. Estimation of radiance from the global-pho
ton map takes place at points that lie at the second diffuse
bounce on paths traced from the eye (possibly with interven-
ing specular bounces). Hence, we store a photon at the sec-
ond diffuse point for each path that our sampler produces.
Estimation from caustic photons occurs at the rst diffuse
bounce, so we store in both the global and caustic map at the
rst diffuse point along caustic paths. In any case, we refer
to the photon storage location on a path asstiogage point

The nearest neighbors around a point of interps@re
used when estimating radiance from the maps. The neigh-
bors are assumed to be representative of the incoming radi-
ance ap, which requires that radiance vary slowly in the re-
gion from which they come. This assumption is more likely
to be true, and hence the estimate better, as the density of
photons aroung increases and the neighbors fall within
a smaller region. Our algorithm ensures that most stored
photons lie around points where nal gather estimates are
formed, and hence optimizes the quality of the estimate for
a given map-building effort and memory footprint.

The use of &«d-tree for photon storage removes the need
for a surface parameterization (allowing for a wider range
of surfaces and fast neighbor lookup) but this also decou-
ples photons from surface properties. Severe light blgedin
can occur due to the breakdown of the slow varying radiance
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assumption, which is hard to detect without surface inferma
tion. This is a major problem in scenes where a light is on
the back side of a thin divider, as in Figute

form of a Monte Carlo estimate of an integral. The sum
on the left is over all the photons in the map, and the in-
tegral on the right evaluates to the total power arrivindhi t
map,Bmap If we sample paths according to the distribution
Pmap = fmap(X)=Bmap, €ach one of thé\ photons should
have the same powef: = Bmap=N.

A common practical solution is to store a normal vector
with each photon and require that it be similar to the normal
at the point where the estimate is being taken. This reduces
bleeding in concave corners, but fails in our scenes. For in-  We only store photons at points relevant to the nal gather,
stance, the oor is oriented the same on both sides of the so the above discussion assumes we are sampling over paths
wall in Figure 1. Importon based methods (Sectighfail terminating at such points. However, the designation af sto
to address the energy bleeding through walls problem be- age points relies on having the complete path to the eye, in
cause importance can leak just as energy does, allowing pho-order to count the number of diffuse bounces on the sub-
tons to be stored in unimportant regions. However, points on path from the eye. To obtain this information, MPS samples
the back side of a wall are almost never the second diffuse from the space of all paths that join the light to the eye and
bounce on a path from the eye, so our method automatically stores photons only for the desired sub-paths. We sample ac-

avoids storing them and hence signi cantly reduces energy
bleeding in from unimportant areas of the scene.

3.2. Photon Storage

As with standard Photon Mapping, for each photpn
we store the Iocationx(j), incoming ray direction,q(j),
and radiant ux (power),F(J). In this section we describe
how E() is computed for a sampled path. Our discussion
is based on the particle tracing framework introduced by
Veach Mea97 §4.A] and applied to Photon Mapping by
Pharr and Humphreyd?HO04. Expressed in terms of sam-
pling from path space, we require that each phojdrave

power such that
" #

z
EQFY = frag®dux) @)
R Wk

where the sum is over the set of photons within a region of
area and solid angl® . The integral is ovel\g , the set of
light transport paths that begin on a light and end within the
region,u(x) is the surface area measure for the pgtand
fmap(X) is de ned as

fmap(X) = Le(Xo;X1)G(X0;X1)

m, 1
O fs(xi 1:%i;Xi+ 1) G(Xi; Xi 1)
i=1
in whichx; is a point on the patR, Le(Xg; X1) is the radiance
emitted by a light poinig toward x1, fs(Xi 1;Xi;Xj+1) IS
the bidirectional scattering distribution function forface
pointx;, andG(x;; Xj+ 1) is the geometry term between points
Xi andXi+1:

jcogq) coqqp)j
G(xi; Xi+ 1) = V(Xi§Xi+1)Jb(smfijlg%
gi and qio are the angles between! xj+1 and the sur-
face normals ax; andx;. 1 respectively. The visibility term
V(xi;Xi+1) has value 1 ik; can se&+1 and O otherwise.

If we consider the region of interesR, to be all the
points accessed during the nal gather, Equatldakes the

cording to the probability distribution function (pdf) g
by peye(X) = feye(X)=Beye Where

feydX) = W(X)Le(X0;x1)G(X0; X1)

m,1
O fs(Xi 1;%i:Xi+ 1) G(Xi; Xi+ 1)
i=1

)

The functionW(X) takes the value 1 if the path passes
through the image plane, and 0 otherwiBgye is the nor-
malizing constant, in this case the total power arrivindnat t

image, and should satisfy
z

W() feydX)dp(®)
Weye

Y

Beye=

whereWeye is the space of all paths that join a light to the
eye. Following Veach\fea97, we use path tracing to es-
timate this integral. Not many path tracing samples are re-
quired because we are averaging across all pixels.

When we usepeye as the target distribution the result-
ing samples will no longer be distributed accordingoteap
as required for correct photon map estimation (Equatjon
This is accounted for using standard importance sampling
re-weighting:

F - 1 fmap(i%p) _ Biwzfmap(?%p)
N peye(x(1) N feydx(D)

whereXmapis the sub-path(DjS) D from a sampled path of
the formL(DjS) DS DS E for which a photon is stored in
the global map, or the sub-pat!s D of anLS DS E path
for caustic photon storage. Note that we no longer require
Bmap Furthermore, when sampling accordingpge(X) we
may generate paths that do not result in photon storage (i.e.
not of the formL(DjS) DS DS E or LS DS E). In this
case,fmap= 0 and no photon is stored.

The Metropolis-Hastings sampler we use may provide
many paths with the same storage poi«ﬁ{),, and incoming
ray direction,q(j). This is due either to rejection of candi-
date paths, in which case the entire path is repeated, or a
proposal that retains the storage point while changing some
other part of the path (see Sectin Instead of generating a
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new photon in such cases, we accumulate the power in a sin- proposé€X; 1), produces a new light path by applying a ran-
gle photon and hence reduce photon storage cost and look-dom modi cation to the current sample. While the correct-
up time. In practice, few paths contribute to any one photon ness conditions placed on the modi cations are not dif cult
and the resulting per-photon power variation does not ereat to satisfy, the strategies employed are the primary factor i
artifacts. determining the ef ciency of the algorithm (the number of
samples required for a good estimate). We describe our mu-

The scattering functiorfs(X; 1;X;Xj+1) iS wavelength tation strategies below.

dependent. We evaluatf for the standard RGB channels,

and use them to compufgagr, feyer, etc. For the sampling The functiona(XﬁXt 1) computes thecceptance prob-
process we must attach a single probability to each path. We ability for X° given the current sample.
use the luminance channdbyey, computed with the RGB o) : o)

feyey (XD T (% 12X

to XYZ color conversion. With this path probability, the red a(XﬂXt 1)= min 1
power for the stored photon (green and blue are similar) is

3
Tor 0% OTOA% D O

‘ ‘ ) The function feer(XtO) _is proportional to the target pdf
Fg) - Beyey fmapr(Xmap) peydX) (and the normalization constant cancels out).

N feer(X(j))

T(Xﬁxt 1) is the transition function (or proposal dis-

. ) tribution) which gives the probability of choosing, by any
The framework developed to this point does not depend meansX®givenX, 1. Note that the reverse transition func-

on the method for nding sample paths, or even on their pdf, tion, T(X 1j><t0), is also required, and in a Metropolis-

peye Any sampling technique capable of generating paths Hastings sampler it need not qua(lxﬁxt ).
from the light to the eye, such as bi-directional path trgcin

could be used. We chose a Metropolis-Hastings sampler be- )
cause it can both exploit coherence in path space and support4-1. Proposal Strategies

user input. The techniques used in tipgoposéX; 1) procedure of the
MCMC algorithm are the key to its ef cient and correct
operation. There are two con icting goals in designing a
good proposal. The candidate paxi?, should be as differ-
Metropolis-Hastings algorithms use a Markov process de- €ntas possible from the current paXy, 1, to rapidly move
signed to obtain a sequence of samples whose distribution around the sample state space. At the same time it should

4. Sampling Paths

converges to a target pdf. Following Veadteg97, to esti- be suf ciently similar toX; ; to exploit coherence in high-
mate radiometric quantities we want each sample Patio, power paths. The technical conditionsygnoposé€X; 1) en-
come from the space of all transport paths joining the lightt ~ sure that there is some non-zero probability way to move
the eye Weye The target pdf igeydX). Each patix with m between any two non-zero probability paths (see Gilks et
segments is parameterized by the surface intersectiospoin al. [ERS98). The acceptance probabilitg(X3X; 1), is
at which a scattering event occurs, i 2 [1;:::;m 1], speci cally designed to takenyproposal strategy that meets
along with the nal point,xm, and the point on the light the conditions, properly encoded in the transition furio
source from which the particle is emitted. T(X% 14X andT(X3X 1), and create an unbiased sam-
The Markov process generates each sample in the Se_pler.
quenceX;, by proposing a candidat¥’, based on the pre- We introduce two novel mutation strategié$ser Path
vious sample; 1, and either accepting this candidatexas ~ (UP) proposals make use of user hints about which paths
or rejecting it and repeating 1. In pseudo-code: are likely to be important to the nal result (Secti@) The
variance of any estimate is reduced around the given paths.
Xo  initialSampl€) Photon Map (PM) proposals explore paths that will con-
fort=1toN tribute to the global photon map (Sectibr8). They change
X proposéX; 1) the sample path while retaining th&S E sub-path to the
r  uniformRandorf®; 1) eye.
it (r < a(JX 1)) then y _
X = X0 Ip addition, four other proposal types prewously de-
else scribed for MLT are suitable for use her&G97]. Bi-
X=X 1 Directional (BD) proposals modify sub-paths of the cur-

rent path, with the aim of rapidly exploring the sampling
The procedur@itialSamplechooses one of the paths gen-  space Caustic Perturbation (CP) andLens Perturbation
erated by the path tracing computation e accord- (LP) proposals also modify sub-paths, but this time with the
ing to the distributionpeye The initial sample chosen in  aim of exploiting coherence in high-power, localized fea-
this way is unbiased, so there will be no start-up bias in tures. FinallyLens Sub-path (LS)proposals stratify sam-
the Markov chain GRS96 Vea97. The proposal function, ples across the image, which ensures that enough samples
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are captured in darker regions of the scene. We implement
each of these strategies in the same manner as MLT.

Each time theproposéX; 1) procedure is called we
choose one of the above strategies at random according to
a xed distribution. That is,proposeype(X: 1) is selected
with probability Rype wheretypeis one of the above op-
tions and& yypePype= 1. In computing the transition func-
tion, T(Xﬁxt 1), all possible proposals that might generate
xtofrom Xt 1 should be considered:

TOGX 1)= & RypelypeXI% 1) @)
type
However, it is also acceptable to consider only the func-

tion derived from the proposal strategy chosen to generate
X [Tie98 AD99):

TOI% 1) = TehoseX%e 1) )

We use a combination of both strategies: EquaS@voids
the computation of unnecessary transition functions, but
Equationd is required for user path proposals (Sectod).

5. User Path Proposals

The user path proposal strategy increases the proportion of
candidate paths around those supplied by the user. This re-
sults in variance reduction for any estimate based on the
paths, such as photon map evaluation. There are several ap
plications:

Dif cult Paths: Transport paths that are particularly hard to
nd randomly lead to large variance, because they may be
found and give a high contribution, or not found and give
no contribution. Among our images, the caustic caused by
light bouncing off the mirror and through the glass ball in
the Box scene of FigurB best ts this description. Light  Figyre 3: An example of variance control due to the user
shining through a keyhole is perhaps the most commonly path proposal strategy. Top is the image rendered with no
thought of example, if not the most common in practice. A ser paths, while center is the result when the user speci ed
user can supply paths that meet the geometric constraints e, paths passing through the doorway. Bottom are zooms of
and thus ensure the feature is adequately sampled. the wall intersection and table regions, with no user paths o

User Control of Variance: Some regions of animage may  he left and user paths on the right. These are MLT images
be more important than others, such as those toward the that directly visualize the sampled light paths. The improv

center or in some other perceptually important region. A hents after a nal gather, while present, are less apparent.
user can supply paths leading to the region of interest and

it will be sampled with lower variance than other regions

(Figure3). _ out. Each image used 3 million iterations, producing a vari-
Resampling: Rather than a user de ning paths, they could  ance measurement WARE) = 1:04 (Sectiors) for the im-
be taken from some previous sampling operation. Our ear- 4ge with user input. It requires 4.8 million samples, or dbou

liest experiments used paths taken from the initial path oo, more time, to achieve similar results without the user
tracing pass to estimateye Alternatively, a user could input.

identify paths from a coarse run of the algorithm and re-
use them in a nal render. Resampling should also enable
adaptive, unbiased Monte Carlo rendering and provide
a handle on low-variance, physically-accurate animation
rendering, but we leave these topics for future work.

Reducing variance in one area of the image may lead to
increased variance elsewhere, but it is not a zero-sum game.
User paths can lead to a global reduction in variance if they
increase the average acceptance probability, and hence the

Figure 3 compares image rendered with the Metropolis number of different paths sampled. This was the case in Fig-
Light Transport algorithm: one with user paths and one with- ure3, where the acceptance rate rose from 58% to 65% with
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the introduction of user paths. In any event, users can éhoos
to make a trade-off based on their own situation.

The user path proposal is not essential to achieving good
results with Metropolis-Hastings sampling. Itis a way te en
hance control of the algorithm. The image in Figdrelid
not use the proposal, and the result in Figliie almost as
good without the user paths.

5.1. Candidates from User Paths

Each path provided by the user must start at a light and end
at a diffuse surface. To obtain paths, we built a simple inter
face for the Box scene which allowed a user to interactively
vary the origins and directions of rays from the light which

5.2. User Path Transition Functions

The transition probability must consider all the possible
ways a UP proposal may have generated the candidate:

G(x? $ Xj+1)
cosq(j)

1 NgP m, 1
Tur(dX 1)= <— & c@) O by (6)
Nup =7 j=0
C(T;) is 1 if the candidate could have been generated from
pathu;j, otherwise 0. The product of terms accounts for the
probability of each perturbed bounce. If the bouncexjat
was non-specular, thgny = 1=2pb;. For a specular bounce,
pj = 1 because there is no random choice. The geometry
terms are still required to convert from solid angle measure
to surface area measure. The geometry and cosine term con-
vert the direction sampled according to solid angle measure
into one sampled using the surface area measﬁrés the

were then traced through the scene and extracted as usefrangle between the normalxﬁand the directiorx?! Xj+ 1-

paths. Tools like this could readily be included in modeling
packages. For Figutgwe speci ed paths by hand based on
knowledge of the geometry.

To computeC(U;), we perform the procedure for building
a candidate fronmj, but rather than creating the new candi-
date we check that the poirg is common toXtO andt; and

Each path is input to the system as a sequence of surfacethat each ray direction ixC lies within the sample cone of
points at which scattering occurs. These are stored as a setl;. Finally, the resulting number of path segments must cor-

perturb to form the candidate path. The perturbation erglor
the space around the user path while avoiding the accumula-
tion of a large power at a single photon.

The candidate pathxJ;:::;x% , is built starting at the
light: x8 = Xo. We randomly generate a direction within a
cone about axigg! X3 by samplingg, the angle between
the axis and the direction, uniform [@;b) andf, the az-
imuthal angle, uniform ifi0; 2p). The surface point struck in
this directionx(l), is the next point on the candidate path. We
repeat the procesatimes, using the directiomiO 1! Xxjas
the axis of the sample cone. To form a complete path to the
eye, the sub-path of sampi¢ 1 joining the eye to the rst
diffuse hit point is appended to the candidate. The canelidat
is rejected if there is no such diffuse point. When setting
lower values are good for exploring tightly constrainedhgat
while higher values give more variation around the user path

respond. The reverse transition probabilityp (X j_tho), is

The UP proposal generates a patﬁ,close toauser given
path regardless of the previous path, 1. However, in most
cases the patK; ; could not have been generated fr(X{Pl
in the same manner; most paths are not close to user de ned.
Hence, Tup(% leP) will be zero in almost all cases. This
leads to a zero acceptance probability, which is a problem
because the proposed path will never be used. It is, how-
ever, possible to generate a UP proposal candidate using a
BD proposal because the latter gives any path a non-zero
transition probability. Hence, we combine the UP and BD
proposal strategies when computing transition functiéns:
chosernis eitherU P or BD, then

_ RupTup(XJ% 1)+ PepTeo(XJ% 1)
Rup+ Psp

TOO% 1) 7)

Thus we have a two tiered proposal selection process.
First, we decide if the proposal will be a UP-BD hybrid (with

and hence reduce variance over a larger area. The user carprobabilityRyp+ Pap) or one of the others. We apply Equa-

also specify a differerth for each path segment.

The candidate path may pass through an opaque surface
in which case a visibility term iffieyeis zero and the path will
be rejected. If the user path contains specular interagten

specular surface must be found at the same index on the per-

turbed path. If it is, we follow the specular bounce rather
than sampling a perturbed direction. If the user path specu-
larity is not matched in the perturbed path, or the perturbed

path intersects an unmatched specular surface, the candi-

tion 5 for this selection. If the hybrid is chosen, we decide
between UP and BD, and apply Equatifn

The combination of UP and BD proposals in computing
the transition functions is the key idea for enabling usputn
samples, and is possible because the acceptance prgbabilit
mechanism of a Metropolis-Hastings sampler allows differ-
ent sampling processes (proposal strategies) to be cothbine
Furthermore, the acceptance criteria ensures that the nal
distribution is unbiased provided the transition func@amd

date is rejected. These restrictions ensure that the specul target pdf values are correctly computed. Intuitively, #he

bounces “cancel out” in computing the acceptance probabil-
ity (see Veach\ea97 §10.3.5)).
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The values foRyp andPgp will in uence performance of
the algorithm. Assume that the reverse transition fungtion
Tu p(X{O 1Xt), is very small or zero and considByp=Pgp,
the ratio of UP to BD proposals. A%p=Pgp increases, the
acceptance probability (Equati@) will decrease, resulting
in the chain repeating the same path more often. This results
in fewer photons stored away from the user path (fewer can-
didates for these paths are proposed), butincreases theg pow
of those photons, resulting in a noisier image away from the
user path. This effect is counter-balanced by the ratio®f th
feyey terms, which favors transitions to important paths, in-
cluding user paths, regardless of how they were proposed.

When using user paths to overcome hard-to- nd paths, the
ratio Ry p=Pgp should be higher to provide many user candi-
dates which will be accepted due to their hiffhey. In the
context of user-guided variance reduction, the ratio shoul
be smaller to avoid frequent rejection of user path candglat
and the higher variance that would result in regions away
from the user paths. Varying the ratio gives the user control
over how much in uence their paths have on the distribution
of variance over image.

Rather than users providing paths, the user-path proposal
could be extended to include hints about important sur-
face patches or re ectance directions. To use important sur

face patches, for instance, the candidate path would be con-

structed by randomly choosing points on the patches and
joining them up. The terms inside the product in Equagon
must be modi ed to account for the new probabilities of
choosing the points. Otherwise the algorithm is unchanged.

5.3. Photon Map Proposal

The PM proposal generates complete paths with eye sub-
paths that are similar to those used in the nal gather phase.
Photons derived from the complete paths will thus be at lo-

cations later useful for gathering. Tracing back toward the

light from the last diffuse surface pointg, (that closest

(LjD)DS D. That is, the sub-path back through any num-
ber of specular bounces (possibly 0) followed by a diffuse
bounce and ending at the next diffuse surface, or the light.
The candidate path keegg and modi es the direction back

to Xg 1, similar to the way a nal gather operation dis-
tributes rays to estimate indirect illumination.

We modify the centraDS portion of the sequence by
perturbing the direction of the rayy ! xq 1 by an an-
gle g uniform in [0;g) and f uniform in [0;2p) (as in
the UP proposal). For all examples in the paper we set
g= 30, and the precise value seems not to impact the re-
sults. This ray is traced back through zero or more specular
bounces until the next diffuse hit, forming a né&®& se-
qguence which is inserted in place of the original, resulimg

on the end of the modi ed segment allow for non-zero prob-
ability that the candidate path will carry some power.

Figure 4: A Jack-o-Lantern scene demonstrating MPS's ef-
cient placement of samples. The Photon Mapping scene
(lower) stores excess photons inside the box and an insuf-
cient number on the walls of the room, resulting, respec-
tively, in signi cant energy bleeding around the base of the
box on the table and noise throughout the image.

The transition probability is similar to that of the UP pro-
posal, except that there is only one perturbed choice fol-
lowed by a number of specular bounces:

0 0.,,0
Gxg;xg 1) ¢ & 2G(X};Xj: 1)

0 _
Tem(XJXe 1) = 2Pgcosiy 7 lqu(j)—

6. Results and Discussion

Our rendering system uses libraries and code from the PBRT
toolkit [PHO4 wherever possible, including for the nal
gather operation. There are a variety of parameters to the al
gorithm. Those for the MLT-style proposals were taken from
Veach Mea97. Of the Photon Mapping nal gather param-
eters, the formula for computing the maximum search dis-
tance for photongmax was taken from SuykenS[iy02 Pg.
159] (with the parametex = 0:1) while the maximum num-
ber of photons in an estimatg,was set at 60. We introduced
new parameters for the probability of choosing a proposal
strategyPype Which are given below on a per-image basis.
We also introduced parameters for controlling the perturba
tion of a user pathb, which we varied per image, and the
perturbation of a photon map sub-pagfs 30 .
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Scene  Resolution tg (S) tmap (S) trg (S) Totalt (s) # Photons RMS Error
MPS PM MPS PM MPS PM MPS PM MPS PM

Rooms 720 405 21 40 9 419 469 480 478 81004 300000 0.036 0.4239
Lantern 684 513 11 10 4 185 198 206 202 8675 37160 0.0728 1.165
Box 640 480 9 26 12 208 230 243 242 47798 250000 0.0214 0.0227

Table 1: Statistics for images in the paper. Timing is given for MP8 Bhoton Mapping:g is the time to estimatede tmap

is the photon sampling time angd is nal gather time. While MPS spends more time sampling,féveer, well-distributed
photons reduces the time required for the nal gather. We gjive the number of photons stored. Memory usage for the maps
is linear in photon number, with 49 bytes per photon in the PBRplementation that we us®H04. Finally, we give RMS
errors for the images compared against path tracing sohsithat ran for several days (Figu).

Timing results and other statistics for the images in the this scene with Photon Mapping using 6 million photons,
paper are provided in Table All images for comparison be-  which took almost an hour and reduced the noise in the re-
tween methods were generated with nearly equal total com- sult, but failed to remove the energy bleeding problems and
putation time. All were reconstructed with a Gaussian ker- used two orders of magnitude more memory than MPS.
nel of width 2 pixels and = 1. Irradiance caching/fH92]
was used to speed up photon map estimatian@l. For
tone reproduction we used Reinhard et &SBF02, with
the parameteymax= 100. We implemented one further op-
timization borrowed from MLT. Rather than storing nothing
for rejected paths, we store a photon with power reduced ac-
cording to the acceptance probability, and reduce the power
of the repeated path to compensafed97. This increases
the number of photons stored and extracts some bene t from
rejected paths, but at the cost of increased variance in pho-
ton power. We have found the bene ts of increased usable
photons to outweigh the variance.

Apart from managing dif cult transport paths, a signi -
cant advantage of MPS is its ability to store photons only
where relevant. Figuré demonstrates a scene in which Pho-
ton Mapping stores almost all photons inside the lantern,
where they remain unused when gathering for wall pixels.
In contrast, MPS places almost all samples on the walls of
the room. This results in reduced energy bleeding on the ta-
ble around the box and far less noise in the image overall.
These images used 30 samples for each indirect illumination
estimate, and 4 samples per pixel. This scene contained no
user paths (the important transport paths are not too hard to
sample) nor caustics, hence the proposal probabilities:wer

We also computed error measurements with respect to a Ryp=0, Psp=0.4,Pp\=0.2,Pcp=0, P p=0.2 andP s=0.2.
long running path tracing estimate of each image. For each

. . . Figure5 shows a variant on the Cornell Box scene with
pixel, we computed the relative error (before tone mapping)

complex caustic paths (the right wall and rear ball are mir-

E(xy) = 1xy)  lret(Xy) rors, and the front ball is glass). We used ten user pathssin th
' lret(Xy) scene, ve for each caustic under the ball. These were per-

turbed usindb = 1 for segments between the light and mir-

rorwall, andb = 5 for segments from the light direct to the
d glass ball. We sel,p=0.1, PBD=0.3,_PPM:O._2, Pcp=0.12,
| P p=0.08 andP_ s=0.2. Photon Mapping requires many pho-
tons to resolve the small caustic due to light bouncing off
the mirror through the glass ball. Furthermore, the mirror
wall subtends a large area at the light, so it is dif cult to
concentrate photon sampling toward the caustic producing

The Rooms scene of Figutecontains about 42,000 prim-  region, and caustic photons sparsely stored on the rear wall
itives. Both the Photon Mapping and MPS images used 4 cause excess noise due to their high power. Even with more
samples per pixel and 40 nal gather rays per sample for photons, the caustic is not as good as that from MPS.
estimating indirect illumination. The scene containedruse
paths speci ed by hand but no caustics, and webset5
in the user path mutation. The proposal probabilities were:
Pyp=0.1, Pgp=0.3, Pp\=0.2, Pcp=0, P_p=0.2 andP_s=0.2. MPS is slower per photon than standard Photon Mapping,
These, like all our proposal probabilities, were chosen to but a greater proportion of the stored photons are typically
give roughly equal proportion to each strategy that was use- useful. The increase in per-photon cost is because more
ful for the scene. While MPS spent signi cantly more time terms must be evaluated to determine the acceptance prob-
than Photon Mapping in sampling photons, it was regained ability for each candidate. A path tracing phase is also re-
in the faster nal gather phase; MPS's smaller number of quired and its cost should be amortized over the stored pho-
well-distributed photons improved the performance of near tons. However, the signi cant improvement in photon distri
est neighbor searching in the photon map. We also renderedbution achieved with MPS allows for fewer photons overall

wherel is the pixel luminance value from the path trac-
ing reference image. In Tabte we report the RMS value
of these errors over the entire image, for MPS sampling an
standard photon map sampling. MPS out-performs PMin al
cases (although by a negligible amount in the Box example).
Note that we cannot expect zero error here — even the refer-
ence image contains noise.

6.1. Limitations and Extensions
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Figure 5: The Box scene has a mirror ball at the rear and a mirror rightliwevhile the front ball is glass. The left image
included ten paths speci ed by the user: ve contribute te targe caustic under the glass ball, while the others bourfte
the mirror and through the ball to contribute to the small@ustic. The center scene had no user paths, and conseqtieatly
caustics show high variance. Right is a Photon Mapping inwfdbe Box scene computed in equivalent time. The large numbe
of photons cast to resolve the small caustic result in sijgieater noise in the right-rear of the box.

Figure 6: Reference images for the scenes in the paper, gen-
erated using path tracing.

and typically reduces the cost of the nal gather, giving-bet
terimages for a given computational effort. We have also los
the view invariance of standard photon map construction, as
would any method using visual importance. If the viewer's
path were known, the eye location could be a variable in-
cluded in the sampling process, just as locations on an area
light source can vary.

Samples from a Metropolis-Hastings algorithm are corre-
lated due to the Markov process, so the chain needs some
time to explore the space adequately, whereas independent
particles traced from the light will show no spatial correla
tion, and can be strati ed across the light surface and cutgo
ing direction. This may be important in scenes with very few
photons. Parallel Markov chains could be used to generate
samples, which would improve the distribution of samples
over very short runs. We found this made no difference to
the results for the photon counts required in our scenes.

Alternate methods could be used to sample paths, such
as bi-directional path tracing or path tracing from the eye.
These would be simpler to implement, and less computa-
tionally expensive, but lack the ability of MPS to exploit
correlation in power between neighboring paths. A produc-
tion system should support multiple algorithms for populat
ing photon maps and share the nal gather code and many
other modules, including those for ray-tracing and BRDF
sampling. Our system is built this way.

We store photons only at a single point along a sampled
path — the point most relevant to a nal gather operation.
However, other points along the path may also be useful,
as is the case in the Box scene where any diffuse surface
point may be called upon to compute a radiance estimate. We
choose not to store additional points because of the memory
overhead and the energy bleeding problem. An alternative
is to use an importon map to measure the visual importance
of surface points, and store photons at any suf ciently im-
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portant point along the pathiKV00]. This would probably Acknowledgements
reduce the number of iterations required for MPS on simple
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scenes, at the cost of an importon map construction phase.
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power from the lights to the image as important. We could donations from Intel.

support other forms of importance, such as perceptual met-

rics or shading discontinuities, simply by modifying the

Weye(X) component offeye The only potential downside

would be an increase in the variability of power stored atthe [AD99] ANDRIEUC., DOUCETA.: Joint bayesian model

photons,F(j), which can increase noise in the nal image. selection and estimation of noisy sinusoids via reversible

jump MCMC. IEEE Transactions on Signal Processing

The user path proposal can be used, unmodied, for 47 10 (1999), 266726766

Metropolis Light Transport (Figur®). Its impact is even

greater because t.he variance in MLT is not dISQUIS.ed by the in Ray Tracing. ACM SIGGRAPH course notes(1986),

nal gather operation. Conversely, MLT offers a variance re 250_263. 3

duction technique that we did not implement: the brightness '

of image pixels is estimated in a rst pass and used to mod- [Chr03] CHRISTENSENP. H.: Adjoints and importance in

ify the path probabilities to make all pixels equally prokeab rendering: An overviewWlEEE Transactions on Visualiza-

This could be implemented in MPS through importon maps  tion and Computer Graphics, @ (2003), 1-12.3

that modj ed the probability of paths, but it may result in [Col94] CoLLINS S.: Adaptive splatting for specular to
large variance in photon powers. diffuse light transport. IflRendering Techniques '94 (Pro-

Finally, our work could be extended to atmospheric scat- ceedings of the 5th Eurographics Workshop on Render-

tering by combining Photon Mapping for participating me- ing) (1994), pp. 119-1353

dia [JC9§ with Pauly et al.'s PKKOO] MCMC sampler. [CRMT91] CHENS.E., RISHMEIERH. E., MILLER G.,
TURNERD.: A progressive multi-pass method for global
illumination. InSIGGRAPH '91: Proceedings of the 18th
annual conference on computer graphics and interactive

7. Conclusion techniqueg1991), pp. 165-1743
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