
Wasserstein GAN presentation notes

This note highlights and expands some of the points from our presentation for Wasserstein
GAN [2].

1 Theoretical aspects of WGAN

Consider (X, Σ) where X is a compact polish metric space and Σ denotes the Borel σ-algebra
of X. Let P(X) denotes the set of all probability measures on (X, Σ). For µ, ν ∈ P(X), we
recall the following definitions,

Definition 1.1 (Kullback–Leibler divergence). Let µ, ν ∈ P. The Kullback–Leibler(KL)
divergence is defined as,

KL(ν, µ) =
{∫

X ln( dν
dµ)dν ν ≪ µ

∞ o.w
,

where dν
dµ is the Radon-Nikodym derivative.

Definition 1.2 (Jensen-Shannon). The Jensen-Shannon(JS) divergence is defined by,

JS(µ, ν) = KL(µ, µ + ν
2

) + KL(ν, µ + ν
2

).

Definition 1.3 (Total variation). The total variation(TV) is defined by,

δ(µ, ν) = sup
A∈Σ

|µ(A) − ν(A)|.

Definition 1.4 (Wasserstein). The Wasserstein distance (Earth-Mover) is defined by,

W(µ, ν) = inf
γ∈Π(µ,ν)

∫
X×X

c(x, y)dγ(x, y),

where,

Π(µ, ν) := {γ ∈ P(X × X)|(π1)∗(γ) = µ, (π2)∗(γ) = ν},

and c(x, y) = dX(x, y) is a the cost function and π1 and π2 are projection on first and second
coordinate respectively.
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Next, we explain the example that we covered during the presentation in more detail.
Let X = [0, 1]2 ⊂ R2 and for 0 ≤ θ ≤ 1, consider the following mapping,

gθ : [0, 1] → X
gθ(x) = (θ, x)

Let µ denotes the uniform probability measure on [0, 1] and let pθ be the probability measure
on X which is defined by,

pθ := (gθ)∗(µ).

It is clear from definition that if θ ! θ′ then pθ " pθ ′ (since pθ and pθ ′ have disjoint support).
Therefore, by Definition 1.1 we have,

KL(pθ, pθ ′) =
{
0 θ = θ′

∞ θ ! θ′
.

Next, for 0 ≤ θ, θ′ ≤ 1, it clear that pθ ≪ pθ+pθ ′
2 . Let f : X → R be the Radon-Nikodym

derivative of pθ with respect to pθ+pθ ′
2 . We have the following for f ,

f (x, y) =
{
2 x = θ, 0 ≤ y ≤ 1

0 o.w
.

Next, using above and Definition 1.2, we get,

JS(pθ, pθ ′) =
1

2
ln(2) + 1

2
ln(2) = ln(2).

Next, we show computation for Wasserstein distance. For any γ ∈ Π(pθ, pθ ′), since (π1)∗(γ) =
pθ and (π2)∗(γ) = pθ ′, it follows that γ has to be (a.e) supported in the following set,

S := {
(
(θ, y), (θ′, y′)

)
∈ X × X|0 ≤ y, y′ ≤ 1}.

Above implies that for (p, q) ∈ S we have,

‖p − q‖ ≥ |θ − θ′|.

Using above, we get the following lower bound for the cost of γ,∫
X×X

‖p − q‖ dγ(p, q) ≥
∫
X×X

|θ − θ′|dγ = |θ − θ′|.

Next, we show the equality holds for the ”horizontal transportation”, γH , which can be
formally defined as follows. First, consider the following mapping,

h : [0, 1] → X × X
h(y) =

(
(θ, y), (θ′, y)

)
,

2



and define γH := (h)∗µ where µ is the uniform measure on [0, 1]. Now by change of variable
formula for measures, we have,∫

X×X
‖p − q‖ dγH(p, q) =

∫
[0,1]

‖(y, θ) − (y, θ′)‖ dµ(y) = |θ − θ′|.

Above shows that γH has the minimum cost among all transportation plans and according to
Definition 1.4, W(pθ, pθ ′) = |θ−θ′|. Finally, it is clear from Definition 1.3 that δ(pθ, pθ ′) = δθ,θ ′.
As we discussed in the presentation, above shows that,

θ +→ d(p0, pθ),

is continuous at 0 only when d is chosen to be Wasserstein distance. This motivates that
Wasserstein is a good candidate for the loss function when one wants to develop algorithm to
learn a probability measure that is supported in for example some sub-manifold of X when
X ⊂ Rd.

Next, motivated by above, we can consider the more general setting that we also discussed
during the presentation. Let Z ⊂ Rm and let µ be a measure on Z. Let Θ ⊂ Rd and X ⊂ Rn

, m < n, and consider the following mapping,

g : Z × Θ→ X.

For θ ∈ Θ, let gθ(.) := g(., θ) and define pθ := (gθ)∗µ. We can think of pθ as a parametrized
family of probability measures on X with support gθ(Z) that is contained in some sub-
manifold of dimension at most dim(Z). If for example gθ is a neural net (i.e composition of
linear transformation and standard activation functions), it was rigorously shown (See [[3],
Lemma 1]) that gθ(Z) is contained in a union of sub-manifolds of X with dimension at most
dim(Z). Next, let pr be a probability measure on X that generates the real data and let,

φ : Θ→ R
φ(θ) := W(pθ, pr).

Next, recall the theorem that we mentioned during the presentation,

Theorem 1.1 ([2], Theorem 1).

• If g is continuous in θ then φ is continuous.

• If g is locally Lipschitz and the local constants L(θ, z) satisfies,
∫
Z

L(θ, z)dµ(z) < ∞

then φ is differentiable almost everywhere.

Corollary 1.1 ([2], Corollary 1). If gθ is a neural net (i.e. composition of affine transfor-
mations and common activation functions) and

∫
Z ‖z‖ dµ(z) < ∞ then φ(θ) is continuous

and almost everywhere differentiable.
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Above theorem says that φ is a sensible cost function for learning a probability distri-
bution that is potentially supported in some lower dimensional sub-manifold of X ⊂ Rn.
However, we need to have a practical way to compute the gradient of φ and this is not
obvious from definition of Wasserstein distance. We have the following duality (We refer the
reader to [1] for proof and optimal transport theory in general),

Theorem 1.2 (Kantorovich-Rubinstein duality).

φ(θ) = W(pθ, pr) = sup
Lip( f )≤1

(
Ex∼pr ( f (x)) − Ex∼pθ f (x)

)

where, for a function f : X → R,

Lip( f ) := sup
x,y∈X,x!y

f (x) − f (y)
dX(x, y)

.

Using above, one can compute gradient of φ as follows,

Theorem 1.3 ([2],Theorem 3).

∇θφ = −Ex∼µ
(
∇θ( f ∗ ◦ gθ(x))

)
,

where f ∗ is the function that for which,

sup
Lip( f )≤1

(
Ex∼pr ( f (x)) − Ex∼pθ f (x)

)
,

is achieved and the equality in the statement of the theorem holds when both sides are defined.

Next, we explain how WGAN algorithm works. Motivated by Corollary 1.1, we would
like to train a neural net gθ : Z → X to minimize φ(θ). However, one needs to compute ∇θφ
in order to run gradient descent. Using Theorem 1.3, one need to estimate f ∗ first in order
to compute ∇θφ. We can train a second neural net fw : X → R where w ∈ W, for estimating
f ∗. More specifically, we may assume W is compact then it follows that,

FW := { fw : X → R|w ∈ W}.

consist of functions that are all K-Lipschitz and K does not depend on individual weights
w ∈ W. So if we train above neural net by maximizing,

w +→
(
Ex∼pr ( fw(x)) − Ex∼pθ fw(x)

)
,

and if we let w∗ denote the optimal value of above function then we can think of fw∗ as
estimation of f ∗ (up to a constant) and use that to estimate ∇θφ. We refer to fw∗ as ”critic”.
Finally, we can use the learned critic to compute ∇φ and this completes the optimization
process.
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2 Empirical aspects of WGAN

In this section we summarize some of the key empirical aspects of Wasserstein GAN in
[2] that we covered during the presentation and compare it to standard GAN [6]. As we
explained in 1, we need to train a neural net to estimate ”critic” , f ∗, that maximizes,

Ex∼pr fw(x) − Ex∼pθ fw(x),

the corresponding step in traditional GAN is to find a discriminator, D, that maximizes,

Ex∼pr [log(D(x)] + Ex∼pθ [log(1 − D(x))],

It was shown in [6] that L(D, gθ) ≤ 2JS(pr, pθ) − 2 ln(2). From this point of view, we can
think of standard GAN as an algorithm that is working with JS as the loss function instead
of Wasserstein distance and as we explained in section 1 and the presentation, JS may lead
to vanishing gradients and this brings some problems when one wants to train GAN. For
example, we can consider the case that pr and pθ are gaussian and train GAN’s discriminator
and WGAN’s critic to distinguish these distributions. This is illustrated in [[2], Figure 2]
where it shows that WGAN’s critic has non-vanishing gradient while GAN’s discriminator
has vanishing gradients. The explanation is that WGAN uses a more meaningful loss function
compared to GAN and this also leads to more stability during optimization process.

Next, we explain the experiments that is done in [2] to show that WGAN is more stable.
Consider the task of learning LSUN-Bedrooms dataset [5] and consider training GAN and
WGAN with the following architectures,

• a convolutional DCGAN [4],

• a 4-layer ReLU-MLP with 512 hidden units,

• a convolutional DCGAN without batch normalization and with a constant number of
filters.

The empirical results shows WGAN with any of the above architecture produces samples
with higher quality compared to the standard GAN. More specifically, in the case of DCGAN
without batch normalization, standard GAN was not able to produce meaningful samples.
The results are illustrated in [[2], Figure 5,6 and 7].

Another issue with the standard GAN training is called mode collapse. Mode collapse
happens when the generator outputs collapses into a single output and it is also noted in [2]
that there were no evidence of mode collapse for WGAN in all of the performed experiments.

Finally, we explain some of the issues with WGAN training. As we explained in the
section 1, WGAN needs to search for the critic among a class functions that are all K-
Lipschitz. WGAN enforces the this Lipschitz constraint by weight clipping. More specifically,
[2], considers W = [−c, c]l where c = 0.01 and clips the weights after each gradient update to
make sure that the weights remain in W and this can obviously slow down the optimization
process. Also, as it is noted in [2], WGAN can become unstable when one uses momentum
based algorithms such as Adam or using high learning rate during the optimization process
for the critic and that is one the reasons [2] uses RMSProp for the optimization process.
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