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Problem 1 – Learning from Labelled Examples (30 points)

Imagine you wish to recognize good and bad items produced by your company.  You’re able to measure three numeric properties of each widget: P1, P2, and P3.  You randomly grab several items off of your shipping dock and extensively test whether or not they are good, obtaining the following results:


P1
P2
P3
Result


 0.0
 0.2
0.8
 good


 9.2
 0.7
1.5
 bad


 4.9
 0.1
2.9
 good


 2.7
 5.3
6.2
 bad


 2.4
 0.0
3.7
 good

a) Explain how a three-nearest neighbor algorithm would classify the following new example.

P1 = 6.3     P2 = 5.1     P3 = 0.4

b) Describe how you might go about applying the Naïve Bayes algorithm to this problem.  

   Would part a’s new example be more likely a good or a bad item, according to your Naïve Bayes approach?

c) Show how a neural network, with the “standard configuration” (i.e., the one used in HW 3) and having two (2) sigmoidal hidden units, could be applied to this data set.  Draw the initial network, using 0 (and not some small random number) for all initial weights and node biases (thresholds).  Then calculate, showing your work, how the backpropagation algorithm would change the network upon processing the first training example above (let η=0.1).
d) Consider the following dataset where all the features are Boolean-valued.

P1
P2
P3
Output


 T
 F
F
   +


 T
 F
T
   -

 F
 T
T
   +


 T
 T
T
   -
Imagine altering ID3 so that it considers, for the labels of the interior nodes in the decision trees it constructs, all possible conjunctions of the input features (without negations).  Show the info-gain calculations needed to choose the best label for the root node.

Problem 2 – Reinforcement Learning (16 points)

a) Consider the reinforcement environment drawn below (let γ=0.9).  The numbers on the arcs indicate the immediate rewards.









For which values of X would a reinforcement learner end up preferring the lower route over the upper one?  Justify your answer.

Assume we create a neural network, with one layer of hidden units, for this environment, and that all the hidden and output units have sigmoidal output functions.   Furthermore, assume that all the weights and thresholds on this network are initialized to zero. What “desired output” for this network would be produced the first time the learner went from start to a? (Don’t worry about the details of the representation of the state, i.e., the network’s input.)

b) Explain one (1) strength and one (1) weakness of using a neural-network rather than a look-up table to represent a Q function:


Strength

Weakness

Problem 3 – Genetic Algorithms (10 points) 

a) Explain the problem of premature convergence in genetic algorithms and describe why it is significant.
b) Does fitness-proportional reproduction help or hinder premature convergence?  Explain.
c) Describe and justify one (other) method for addressing premature convergence.
Problem 4 – Computational Learning Theory (12 points)

Assume that you are considering noise-free data sets that only contain Boolean-valued features.  Consider the hypothesis space:

All possible disjuncts   (i.e., ORs and NOTs allowed, but not ANDs).

a) For a data set of five (5) Boolean features, according to the PAC model how many examples do you need to collect in order to be 95% confident that you’ll learn the underlying Boolean concept to 99% accuracy?  You may assume that your training data can be fit (i.e., described) by a disjunction of some subset of these five features and their negations.

b) Devise a simple algorithm that learns a disjunction from a sequence of labeled, noise-free examples.  What is the upper bound on the number of mistakes your algorithm can make?

Problem 5 – Using Prior Knowledge (12 points)

Imagine that you have the following domain theory for the task of predicting Z from the inputs P, Q, R, and  S.  All these are Boolean-valued variables.


if      P   (    Q    then   X


if   (R   (    X    then   Y


if      Q   ( (Y    then   Z


if      P   (    Y    then   Z

a) If an explanation-based learning algorithm was asked to show that Z follows from P, Q, (R, and (S, what new rule would it produce?  Explain (no pun intended) your result.

b) Draw the neural network that the KBANN algorithm would produce from the above domain theory.  Be sure to indicate the initial weights and node thresholds.

Problem 6 – Miscellaneous Short Answers (20 points)

Briefly discuss the importance in machine learning of each of the following:



Occam’s Razor



t-tests



linear separability



ensembles



covering algorithms




hierarchical reinforcement learning



weight space



inductive bias



margins



tuning sets


Have a good semester break!
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