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Problem 1 – Learning from Labeled Examples (25 points)

You are given the file of labeled examples below, where the task is learning to predict whether or not a movie is worth seeing.  Throughout this question, feel free to use M, C, and G as abbreviations for the features, and W as the abbreviation for the concept being learned.


MajorStudio?
 CostToMake
Genre 
  WorthSeeing?
Ex1
   true

       80

sciFi
       yes

Ex2
   false

       20

horror
       yes

Ex3
   false

       20
 
romance      yes

Ex4
   false

       80
 
sciFi
        no

Ex5
   true

       20
 
romance       no
a) Which feature provides the most information regarding the question “is this movie worth seeing?”  Be sure to show your work (here and throughout the exam).
b) Assume we are using m-estimates with m=2 and the Naïve Bayes learning algorithm.  Compute the ratio below for the new example Ex6 with feature values of M=false, C=90, and G=romance.  Assume CostToMake is never more than 100 (if you wish, you may discretize into three equal-width bins).
Prob(   WorthSeeing? | Ex6)
                                                =

Prob((WorthSeeing? | Ex6)
c) How would a one nearest-neighbor algorithm classify Part b’s Ex6?
d) Show how a perceptron could be applied to this data set.  Draw the initial network, initializing all free parameters to 1.  Then calculate, showing your work, how the delta rule would change the network upon processing the training example #5 (let η=0.1).  Assume the real-valued feature is normalized by dividing by 100.  Also assume that if the weighted sum equals the threshold, the perceptron outputs 0.
e) Explain how the features in this data set would need to be converted so that the weighted majority algorithm can be applied.  Be sure to discuss any differences between these features and the input units of Part d’s perceptron.
f) Explain what role active learning could play for this task of predicting whether or not a movie is worth seeing.   Be sure to justify the importance of the role you describe.

The training examples repeated for your convenience:


MajorStudio?
 CostToMake
Genre 
  WorthSeeing?

Ex1
   true

       80

sciFi
       yes


Ex2
   false

       20

horror
       yes


Ex3
   false

       20
 
romance      yes


Ex4
   false

       80
 
sciFi
        no


Ex5
   true

       20
 
romance       no
Problem 2 – Support Vector Machines (11 points)
Consider the following examples and the kernel function, K, that counts the number of features for which two examples have the same value.
F1
F2
F3
F4
Output


Ex1
 T
 F
 F
 F
     T



Ex2
 T
 T
 T
 F
     F



Ex3
 F
 F
 F
 F
     T

a) What is the kernel matrix for this situation?  Be sure to label and explain the axes.
b) Assuming that Ex2 and Ex3 turn out to be the only support vectors for this task, write down the learned decision function, using variables where insufficient information is provided.  Be sure to explain your answer.
c) Explain how support vector machines can be viewed as following the minimal description-length principle.
Problem 3 – Reinforcement Learning (11 points)

a) Consider the deterministic reinforcement environment drawn below (let γ=0.9).  The numbers on the arcs indicate the immediate rewards.










            Assume we use a Q table for this task and initialize all of its entries to 2.
A learner follows the path start ( b ( start ( a ( end.  Using two-step Q learning, 
which entries in the Q table change?  Show the calculations that produce the new Q table entries.  Indicate the changes to the Q table by writing the new Q values on the graph above.
a) What is the key advantage offered by SARSA compared to standard Q learning?  Briefly explain how SARSA achieves this advantage.
b) What role do options play in reinforcement learning?
Problem 4 – Experimental Methodology (10 points) 

a) Assume two algorithms get the following test-set accuracies in a four-fold cross validation :

Algo A:

89
97
77
99
Algo B:

90
95
74
99
Is the difference between A and B statistically significant at the 95% confidence level?
(t0.95,3 = 3.18   t0.95,4 = 2.78   t0.95,5 = 2.57 for a two-sided test and 

 t0.95,3 = 2.35   t0.95,4 = 2.13   t0.95,5 = 2.02 for a one-sided test)
b) Assume your probabilistic learner produces the following test-set results:
Example
Probability
Correct Category
      1
      
  0.99
        
  negative
      2
      
  0.90
        
  positive
      3
      
  0.33
        
  negative
      4
       
  0.10
        
  positive
      5
       
  0.10
        
  negative
      Draw  the recall-precision curve for this learner.  Be sure to label your axes.
      (“Connecting the dots” with straight lines is not correct in recall-precision curves, but it is     
      ok to do so on this exam.)
Problem 5–Miscellaneous Questions (10 points)

a) Assume that you are considering a noise-free data set that contains N Boolean-valued features and know that the concept that generated this data is in the hypothesis space:
The disjunction (“or”) of two literals, where a literal is a feature or its negation
What is the size of this hypothesis space as a function of N?

According to the PAC model, how many examples do you need in order to be 90%  
confident  that you will learn the underlying Boolean concept to 80% accuracy when  
N = 100?  (If you were unable to calculate the size of the hypothesis space, assume the size is 100,000.)
b) Describe one advantage of bagging over boosting.
c) You run an SVM on all N of your labeled examples and obtain S support vectors.   Without doing any additional experimentation, can you give an upper bound on the future error rate of the model you learned?  Be sure to explain your answer.
Problem 6– Miscellaneous Short Answers (8 points)

Briefly discuss the importance in machine learning of each of the following:



First-order predicate calculus


Transduction


Decision forests


Shaping
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