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Problem 1 – Learning from Labeled Examples (22 points)

You have a dataset that involves four features.  Feature D’s values are in [0,100].  For the other three features, all of their possible values appear in this dataset.


A
B
C
D
Category
Ex1
T
X
F
75
   true

Ex2
F
Y
T
20
   false

Ex3 
T
Z
T
10
   true
  

Ex4 
F
Y
T
35
   false


Ex5 
F
X
T
90
   false



Ex6 
T
Z
F
50
   false

a) How much information about the category is gained by knowing the value of feature B ?
b) Using the Gaussian kernel, what is the similarity of Examples 1 and 2?  Explain your calculation, including any assumptions you need to make.
c) What are the three nearest-neighbors to Example 6?  Explain.  If this example was in the test set instead of the training set, would k-NN predict it correctly (using k=3)?
d) Given this dataset, what is the estimated probability that for a positive example, the value of feature B is X ?  Use m-estimates with m=1 and a uniform prior probability for the three possible values of feature B.  Show your work.

e) Imagine you ran Boosting on the training examples, where the weak hypotheses considered by Boosting are single Boolean-valued tests on each feature.  After the first round, the weights on the examples are as follows:


Weight(Ex1)  =  0.40

Weight(Ex4)  =  0.15


Weight(Ex2)  =  0.10

Weight(Ex5)  =  0.20


Weight(Ex3)  =  0.05

Weight(Ex6)  =  0.10
On the second round of boosting, what would be the (weighted) information gain of 
feature C ?   Show your work.

The training examples repeated for your convenience:


A
B
C
D
Category

Ex1
T
X
F
75
   true


Ex2
F
Y
T
20
   false


Ex3 
T
Z
T
10
   true
  


Ex4 
F
Y
T
35
   false



Ex5 
F
X
T
90
   false



Ex6 
T
Z
F
50
   false


Problem 2 –Aspects of Supervised Learning (13 points)

a) Draw a Venn Diagram view of feature space and populate it to illustrate the idea of slack variables.  Briefly explain your answer.
b) What does it mean to perform feature selection via a wrapper method?

c) Given an informal argument as to why support-vector machines (SVMs) using the “one norm” do a better job of feature selection than do SVMs using the “two norm.”  Be sure to explain what “one norm” and “two norm” mean and the role they play in SVMs.
Problem 3 – Reinforcement Learning (20 points)

Consider the deterministic reinforcement environment drawn below (let γ=0.1).  The numbers on the arcs indicate the immediate rewards.  Once the agent reaches the ‘end’ state the current episode ends and the agent is magically transported to the ‘start’ state.  The probability of an exploration step is 0.01.






a) Assume we choose not to use a function approximator and instead learn a Q value for each arc in the above graph.  Also assume all the initial values in your Q table are 8.
A learner follows the path start ( b ( c ( end.  Using two-step, standard Q learning, show the calculations that produce the new Q table entries and report the final Q table on the graph above.

b) Using the specific graph above, briefly explain the motivation behind the SARSA algorithm.

c) If one could fit a Q table in memory, is there any reason to consider using a function approximator?  Justify your answer. (If more than one reason, give the one you think is best.)
d) Give (and justify) one good reason in reinforcement learning for learning an internal model of how the world works.

Problem 4 – Experimental Methodology (15 points) 

a) Assume two algorithms get the following test-set accuracies in a five-fold cross validation :

Algo A:

89
91
83
70
100
Algo B:

92
97
81
71
100
Is the difference between A and B statistically significant at the 95% confidence level?
(t0.95,3 = 3.18   t0.95,4 = 2.78   t0.95,5 = 2.57 for a two-sided test and 

 t0.95,3 = 2.35   t0.95,4 = 2.13   t0.95,5 = 2.02 for a one-sided test)  Show your work.
b) Sketch a pair of learning curves that might result from a successful experiment where one evaluated whether or not transfer learning performed better than a standard learning approach.  Be sure to label the axes and informally explain why the results in your curves showed transfer learning helped.  (Feel free to use the BACK of this or the previous sheet.)
c) Assume you have trained an ensemble of 100 SVMs for a Boolean-valued task.  For each of the test-set examples below, the second column says how many members of the ensemble predicted that example was a positive one, while the third column lists the correct category.
Example
Number Predicting True   Correct Category
      6
      
 89
      
   
negative
      3
      
 88
        
   
positive

      2
      
 43
      
  
negative
      5
      
 29
        
   
negative

      4
      
 17
       
  
positive
      1
      
 01
       
  
negative
Draw to the right of this table the precision-recall curve
for this ensemble (it is fine to simply ‘connect the dots,’ 
that is make your curve piece-wise linear).  
Be sure to label your axes.
Problem 5–Miscellaneous Questions (15 points)

a) Assume that you are considering a noise-free data set that contains two real-valued features, each of which ranges from 0 to L, where L is a positive integer.  Your hypothesis space contains all rectangles that can be created in this 2D feature space, where the boundaries of the rectangles are integer-valued.  That is, a hypothesis is of the following form
F1 ( [A, B)  (  F2 ( [C, D)
where 0 ( A < B ( L and 0 ( C <  D ( L and A, B, C, and D are all integers.
Assuming that the correct concept is in your hypothesis space, according to the PAC model, how many examples do you need to collect in order to be 98%  confident that you will learn the underlying Boolean concept to 97% accuracy when L = 4?  (Note: you are not required to solve this for any L; it is fine to only solve for this specific value of L.)
b) Briefly explain how each of these approaches attempt to avoid overfitting.  Only discuss one approach for each method and discuss a different approach for each.  Assume that Boolean-valued functions are being learned.
i. random forests
ii. naïve Bayes
iii. neural networks with hidden units
Problem 6– Miscellaneous Short Answers (15 points)

Briefly discuss the importance in machine learning of each of the following:



kernels


human-provided advice


tuning sets


fixed-length feature vectors


stochastic gradient descent
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