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Cloud computing has become mainstream. Users and companies are seeking to shift their desktop
applications onto the cloud. For example, General Electric recently started using Box for content
sharing and collaboration. Amazon provides pre-configured machine images so that users can run
Microsoft products like SQL Server directly on Amazon EC2 instances. Development teams use
software like Git and SQLite, originally developed for local machines, directly inside virtual machines
and on top of cloud storage. Being able to run unmodified desktop applications on the cloud greatly
aids deployment and adoption.

Unfortunately, layering desktop applications over the cloud could result in incorrect application
behavior. For example, consider a simple database that runs inside a folder on Dropbox. The
database requires the log to be written before the tables file for correctness. While the local storage
may be updated in this order, Dropbox may sync the files to the cloud in a different order, resulting
in incorrect behavior if the local storage fails. In recent work, Zhang et al. demonstrate that loosely
coupling local file systems like ext4 and ZFS with cloud storage like Dropbox can lead to corruption
(locally and on the cloud) and inconsistencies among different copies [12].

My vision is that users should be able to run any unmodified desktop application on the cloud,
obtaining both scale-out performance and guarantees about application behavior. This is hard to
achieve for a number of reasons. First, most desktop applications use old interfaces like POSIX
that were not designed for CPU or IO parallelism. Second, for many applications, documentation is
extremely poor on what guarantees are provided in the event of different failures (e.g., power loss).

My research takes several steps towards this vision in the context of storage. First, I tackled
the problem of achieving good performance for POSIX applications on scale-out storage. To achieve
good performance, writes must be parallelized as much as possible. Unfortunately, current file
systems like ext4 serialize many writes to maintain consistency [10]. I designed new file systems,
NoFS [5] and OptFS [4], where this restriction is removed: consistency is maintained irrespective of
the order in which writes become durable. The current POSIX fsync() API forces applications to
make writes durable even if only ordering among writes is required: I designed a new API, osync(),
that allows applications to obtain only ordering among writes in a consistent manner. The new
API allows applications to achieve 10X performance improvement for many workloads. Second, I
studied eleven applications from different domains to understand their failure semantics and their
requirements from the file system [8,11]. I derived numerous insights from the study that will be of
interest to both application developers and file-system designers. Microsoft and Samsung have filed
for patents based on my work.

My experiences with studying and building software across the stack – at the application level [8,
11], at the single-node file-system level [4,5], and at the distributed-systems level [6] makes me well-
suited to realizing my vision of cloud systems that provide both correctness and high performance.

I strongly believe that making research software publicly available fosters collaboration and
innovation. Therefore, I have made the research prototypes for NoFS and OptFS, and the tool used
to study application-level crash consistency, publicly available [1–3]. To aid researchers, I have also
released virtual-machine images with the file system (and modified kernel) installed.

I first describe my research contributions in detail, and then outline my plans for future work.

Research Contributions

Designing Consistent, Scalable Storage Systems

Many desktop applications run on top of POSIX file systems such as ext4 and btrfs. Correct
application behavior is dependent upon the underlying file system remaining consistent in the face
of crashes due to power loss. Unfortunately, ensuring crash consistency in most file systems is
extremely expensive, degrading performance by 80% on some workloads. As a result, users have
had to choose between correctness and performance. Many users ended up choosing performance;
for example, the default configuration of ext3 did not provide crash consistency for many years.

One of the reasons why crash consistency is so expensive is that modern file systems carefully
order different disk updates to maintain file-system consistency. For example, journaling requires
that the transaction data be written before the commit block. On certain storage with caches (e.g.,
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SATA disk drives), file systems have to flush the cache to ensure ordering between different writes.
In an effort to appear “fast”, some drives ignore the flush command, thus compromising file-system
consistency. We tackled this problem in the Coerced Cache Eviction (CCE) project, modifying
the file system to issue extra writes to the drive to forcibly flush the cache. We characterized the
drive using micro-benchmarks to flush the cache efficiently. We published this work in DSN 11 [10].
Computing Now covered CCE in its May 2012 edition [7].

Working on CCE led to an interesting question: is it possible to maintain file-system consistency
without ordering disk writes? I had the insight that file-system inconsistencies (after a crash) arise
from ambiguity about the logical identity of an object. For example, if a block was deleted from
file A and allocated to file B before the crash, both files may claim the block as their own after the
crash. By storing a little bit of extra metadata (i.e. the backpointer) with each object atomically,
it is possible to restore file-system consistency after a crash, regardless of the write order. The
backpointer identifies the logical parent of the object (e.g., file for a block, directory for a file).
This resulted in a new form of crash consistency called Backpointer-Based Consistency (BBC)
(published in FAST 12 [5]). I built the No-Order File System (NoFS) to demonstrate the benefits
of BBC. BBC allows NoFS to be lightweight: it is faster than traditional file systems like ext3, while
offering the same level of crash consistency. NoFS remains consistent regardless of when different
writes hit the storage media: this allows NoFS to be consistent when run inside virtual machines
on the cloud, where layers between the VM and storage may delay, batch, and reorder writes for
efficiency. I’ve made the source code for NoFS publicly available [2].

CCE also drove home the point that flushing the cache is a poor way of ensuring ordering
between different writes: we are obtaining durability (at a heavy performance cost) when only
ordering is required. The current storage interface for SATA drives does not allow file systems to
request ordering. Similarly, the POSIX API does not allow applications to request only ordering:
applications need to call fsync() between writes to order them. This results in 80% performance
degradation for some workloads. I tackled this problem on several fronts. First, I designed a
new storage API called asynchronous durability notifications that allows the disk to make writes
durable in any order, and then inform the file system (instead of being forced to make certain writes
durable by the file system). Samsung is currently applying for a patent for an implementation
of this interface. Second, I designed a new form of crash consistency called Optimistic Crash
Consistency (published in SOSP 13 [4]) that takes advantage of the new storage API to ensure
file-system consistency without ordering disk writes. Applications get prefix consistency: if an
application wrote A, B, and C in order, then it will see a prefix of the updates (e.g., A and B) after
a crash. Third, I introduced the new osync() API for applications that only require ordering (with
prefix consistency). This allows applications to order writes without pushing writes out to disk,
resulting in 10X performance improvement for some workloads.

During an internship at Microsoft Research, I worked with James Mickens to apply the principles
of Optimistic Crash Consistency to a distributed, block-level cloud store called Blizzard (published
in NSDI 14). In Blizzard, POSIX applications and file systems run on top of a virtual block
drive that provides prefix consistency. The virtual drive is connected to a number of remote drives
using a full-bisection bandwidth network. By decoupling the durability and ordering requirements
expressed by flush requests, Blizzard can commit writes out-of-order, providing high performance and
crash consistency to applications that issue many small, random IOs. Optimistic Crash Consistency
increases the performance of Blizzard by 2–5X. Microsoft has applied for a patent based on this
work, and tech transfer to product groups is in progress.

Studying Application Failure Semantics

My vision is to design cloud systems that allow POSIX applications to run correctly without any
modifications. The first step towards this goal is to figure out what correctness means for applica-
tions, specifically in the presence of crashes. The POSIX interface is extremely vague about failure
semantics, allowing widely varying file-system behavior. For example, if files A and B were created
one after the other, is it guaranteed that no crash can leave the file system containing B but not A?
There is no common understanding of what behavior applications can expect from POSIX file sys-
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tems. I co-authored a workshop paper at HotDep 13 [11] to bring this problem to the community’s
attention; this paper was featured in Operating Systems Review in Jan 2014 [9].

I studied how applications remained crash-consistent on top of POSIX file systems (published
in OSDI 14 [8]). I found that application crash-consistency is dependent on how file systems
implement the POSIX interface. Since each file system implements the interface in slightly different
ways, many applications had crash vulnerabilities : incorrect behavior that would manifest only when
running on certain file systems. I built a tool named ALICE that analyzes applications to find such
vulnerabilities. ALICE uses the application system-call trace to construct different on-disk crash
states; it then tests each state for application correctness. Using ALICE, I found 60 vulnerabilities
across eleven applications. Several vulnerabilities led to severe consequences like corruption and
data loss. The source code and documentation of ALICE are publicly available [1]. Analyzing an
application using ALICE allows us to find what it requires from the underlying file system, even
in the absence of developer documentation. These requirements can then be used to build systems
tailored to the application.

Future Research Directions

There are a number of challenges in realizing my vision of cloud systems on which unmodified POSIX
applications can obtain both correctness and high performance. I am well-suited to take on these
challenges: apart from expertise in building single-node [4, 5] and distributed systems [6], I have
studied the requirements of a wide variety of applications [8], which will stand me in good stead
when designing new cloud systems for these applications.

Modeling Failure Semantics. Interfaces such as POSIX do not specify failure semantics: what
guarantees are offered on a crash? To create truly portable applications, we first need to extend
POSIX and similar interfaces to clearly specify the behaviors that are allowed if a crash happens.
Similar to how memory consistency models specify the ordering between writes, models are required
to specify the ordering between different writes to storage. Each model would restrict file-system
behavior, and can thus be used to define the files and data that would be visible to applications
after a crash. We took the first step towards such models in the ALICE project [8]. I believe such
models need to be discussed in the wider systems community, and a standard set of models (similar
to ACID isolation levels) should be arrived at. The standard can then be used in designing future
storage systems.

Designing Interfaces for New Storage Media. With new non-volatile storage technologies such
as Phase Change Memory, we have an opportunity to redesign the interface between storage and
applications. While the systems community has produced a number of new interfaces, adoption
among application developers and users has not been high. I believe this is because knowledge of
application requirements is not widespread. Identifying application requirements using tools like
ALICE [8] allows us to design storage systems that offer the semantics required by applications.
Abstractions that fit application needs will increase performance and ease the effort required to
write correct applications.

Correctness for Software-Defined Storage. With the rise of public and private clouds, users
can request increasingly more customized compute, networking, and storage resources. While recent
work has demonstrated how to implement high-level policies along the IO path, the question of
correctness has not been examined. If different applications can create their own storage stacks on
demand, mixing and matching different hardware and software layers like volume managers and block
remappers, how do we ensure that the stack has properties (e.g. atomicity, ordering) the application
wants? A single IO operation, such as a flush command, not propagating down the stack properly
can cause incorrect application behavior. As a first step towards tackling this problem, I plan to
create a domain-specific language that can be used to describe storage properties, and model each
layer of the storage stack. When stacks are created by mixing and matching layers, the models can
then be used to prove that the constructed stack has certain properties.
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