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Abstract

In this project, we study Mowry’s compiler directed prefetching algorithm [Mow 98] and its extension to prefetching from main memory into L2 cache. We also report our experience in using UltraSparc’s PREFETCH instruction. Based on our testing result, we demonstrate that when using PREFETCH on real machines, it is more difficult to improve performance than we expected in theory. Some thoughts are given on implementing prefetching support and what architectural support can be added to simplify the compiler writer’s job.

Compiler directed prefetching is a technique for tolerating memory latency by explicitly executing prefetch instructions to move data close to the processor before it is needed. As the performance gap between processor and memory increases rapidly, this technique can effectively hide memory access latency within a single thread to improve performance. 

This project aims at understanding a specific compiler algorithm to support prefetching, and its application on a real prefetching-enabled machine – Sun UltraSparc IIi. The rest of this report is organized as follows. We first outline Mowry’s prefetching algorithm, and discuss it extension to support prefetching from memory into L2 cache. We then present our experience in using UltraSparc PREFETCH instruction. We conclude with some thoughts on how to implement Mowry’s algorithm for UltraSparc and architectural support to make this work simpler. 
Mowry’s Compiler Directed Prefetching Algorithm

Mowry in his dissertation [Mow94] proposed a prefetching algorithm for dense matrix code. This algorithm addresses prdefetching-related problems by (1) analyzing the source code to only issue prefetches for references that are predicated to suffer misses; (2) using loop splitting to separate prefetch component from others, to avoid adding conditional statements in loop body; (3) using software pipelining to schedule prefetches early enough. 
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