Constructing the starting points:

Starting shapes for multi-start algorithm are exactly those that would be contained in the first row of the shape table if we were using the regular DMM algorithm. If 25 starting points are desired, the shape table width is set to 25. Each starting shape and the residual intensity matrix (the intensity matrix resulting from removing that shape) are written to a file. As in the construction of the shape table, the weights 
[image: image1.wmf] are chosen first, then shapes are constructed using those weights.  Only the largest shapes (and possible the 2nd, 3rd largest – depending on a parameter in DMM) are considered for selection. Of the largest shapes the best* shapes are selected in the same way the best shapes would be selected to fill the first row of the shape table. To increase the heterogeneity of the starting points, more weights 
[image: image2.wmf] can be allowed, and smaller shapes can be considered. I used the same parameters as when I ran the regular DMM algorithm.

Processing the starting points:

The files with the shapes and corresponding residual intensity matrices  are used as input to the regular DMM algorithm. The residual intensity matrix is processed using the regular DMM algorithm, and the starting shape along with the best segmentation of the residual intensity matrix is written out to a file. Each of these residual intensity matrix segmentations is submitted to Condor to be processed in parallel. In post processing, the segmentations are evaluated and the best one is chosen (7*#shapes +beamTime).

The gory details of my Condor code:

I use C code to produce a DAG submit file. In my C code I can set parameters for which clinical case I want to process, how many starting points to use, and optionally, how many angles there are in the clinical case (since I can also process all the angles in parallel). For each angle there is one parent node (the creation of the starting points) with 25 child nodes (the segmentations of the residual intensity matrices). The dag file is submitted to condor. The dag manager handles submission of all the parent nodes. When the parent node for a particular angle is finished (when the starting points have been created), the dag manager submits it’s child nodes (the residual intensity matrix segmentations). 

For the results I gave to Dr. Meyer, each angle was submitted separately.

*

· in Athula’s code “best” was the greatest reduction in 
[image: image3.wmf] and the tie-breaker was largest
[image: image4.wmf]
· in my code “best” was determined by the greatest complexity-reduction as described in my paper on intensity matrix complexity measures. (I used this definition of “best” for the shape table construction too)
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