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Abstract—This paper explores learnings from first-generation Compute
Express Link (CXL) memory expansion to accelerate CXL’s journey to broad,
robust use. While broad adoption will be a long journey similar to that of
RDMA, we argue that the first step—CXL.mem expansion—is viable on today’s
hardware. Through an end-to-end analysis, we revisit common showstoppers:
we decompose memory access latency and show that CPU and DRAM
internals, rather than the CXL protocol, dominate latency and variability, and
we demonstrate how system slack absorbs link error rates above nominal
specifications. Along the way, we distill practical guidance on device validation,
monitoring, failure modes, security, and multi-tenant interference, and we
outline a pragmatic adoption pathway: solidify robust expansion first, prototype
micro-pooling next, and move to selective sharing as the ecosystem matures.

Index Terms—Compute Express Link, CXL, memory expansion, memory
pooling, disaggregated memory, cloud systems, rack-scale systems

1 Introduction

Memory capacity increasingly dominates the economics of modern
servers. At hyperscale, DRAM accounts for more than half of com-
pute server CapEx and tightly constrains server configurations [1],
[2]. Operators routinely strand cores to achieve memory capacity
targets and proliferate server configurations to cover a wide range
of memory footprints. Compute Express Link (CXL) emerged
as the industry-standard answer to this bottleneck. By providing
a high-bandwidth, cache-coherent interface, CXL promises to
decouple memory from the CPU socket, enabling not only simple
capacity expansion but eventually flexible pooling and accelerator
integration to radically improve total cost of ownership (TCO).

Driven by CXL’s immense potential, the specification roadmap
accelerated rapidly to a degree that would lead to an unprecedented
revolution in the datacenter stack. The standard moved from
memory expansion (CXL 1.1) to pooling (CXL 2.0) and complex
multi-rack sharing (CXL 3.0) in just three years [3]. In practice, the
pace of hardware maturity and datacenter deployment has lagged
behind this ambitious roadmap.

The gap between CXL’s potential and its more modest initial
progress is to be expected as part of the learning process.
New platform technologies—such as virtualization, NVLink, and
RDMA—historically face a “trough” where early adoption may
appear underwhelming. Just as RDMA took over a decade to mature
from HPC use to broad cloud deployment [4], [5], CXL is on a
similar journey. With the recent preview of the first CXL-enabled

cloud virtual machines for database workloads1, we argue that the
industry is currently in the first chapter of an adoption curve.

Crucially, operators do not need to wait for the “grand
vision” of rack-scale fabrics to realize value. The tangible use
case for CXL is available today: memory expansion. Expansion
specifically addresses the widening divergence between CPU socket
performance and memory capacity. CPU socket core counts and
performance fundamentally grow with chip area (𝑛2), while DDR
capacity and bandwidth scale more closely with chip perimeter
(≈ 4𝑛). In the last ten years, we find that capacity per unit of
performance has dropped by nearly 60–70%. To maintain core-
memory balance, one could buy CPUs with fewer cores and scale
out to more CPUs to compensate at significantly higher cost. CXL
allows operators to bypass this Memory Wall immediately, enabling
datacenters to support large core counts with best TCO and use
CPU performance to their fullest. This capability is economically
vital now.

To accelerate the journey from this immediate potential to
broad, robust use, we draw on learnings from first-generation
CXL memory expansion. We contend that scaling adoption
requires shifting focus from component specifications to end-to-end
validation. Our vantage point spans device validation, software stack
development, telemetry, and fleet operations. From this perspective,
apparent showstoppers often dissolve. For example, we observe
manufacturing variability that leads links to sometimes exhibit
bit error rates above the nominal specification. Taken in isolation,
these links appear to need repairs, which would interrupt operation.
However, an end-to-end analysis reveals substantial system slack
that absorbs the resulting replay tax without affecting application
reliability (Section 4.2.2). A second example addresses critiques
about the perceived slowness of CXL [6]. We contribute a novel
latency breakdown (Figure 2) showing that latency and latency
variability come largely from the CPU and DRAM stack, not the
CXL interconnect itself. These findings illustrate that understanding
CXL’s practicality requires the end-to-end system perspective we
introduce through examples in this work.

Based on this perspective, we outline a pragmatic pathway for
adoption: solidify robust expansion first, then prototype small-scale
pooling, and only then progress toward selective memory sharing
and integration of accelerators. Overall, our pathway is aligned with
the specification, but we foresee even more fine-grained increments

1https : / / techcommunity. microsoft . com / blog / sapapplications / azure -
delivers- the-first-cloud-vm-with-intel-xeon-6-and-cxl-memory---now-in-
priv/4470067
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with unique deployment and usage patterns.
Finally, other interconnects such as NVLink, UALink, and Ultra

Ethernet are reshaping accelerator and rack-scale designs, raising
the question of whether they will simply replace CXL. We argue
instead that they largely complement CXL and that CXL is on a
long-term adoption path more akin to RDMA than to vertically
integrated fabrics; we return to this comparison in Sections 2 and 5.

2 Background
2.1 CXL Protocols and Use Cases
Compute Express Link (CXL) [3] is a cache-coherent interconnect
that enables processors to communicate with memory devices and
accelerators using load and store semantics. The standard defines
three subprotocols that can run over the same physical link:
• CXL.io functions as the PCIe transaction path and is used mainly

for configuration.
• CXL.cache allows a device (e.g., an accelerator) to access host

memory coherently.
• CXL.mem allows the host to access memory attached to a device

using loads and stores.
We differentiate three CXL.mem use cases: (1) a single host

attaching CXL.mem capacity as expansion, (2) multiple hosts using
device memory across a fabric as pooling when a page is owned by
one host at a time, and (3) sharing when multiple hosts may access
the same page or cache line.

There are several public CXL releases. CXL 1.1 enables
memory expansion from a host to one or more attached devices.
CXL 2.0 introduces switching and memory pooling across multiple
hosts. CXL 3.0, 3.1, and 3.2 (often collectively called 3.x) double
link bandwidth, extend pooling across racks, and add mechanisms
for multi-host sharing and stronger fabric-level isolation [3]. CXL
4.0 doubles link bandwidth again, enables port bundling to raise
aggregate device throughput, expands reach through support for
four retimers, and improves memory RAS capabilities for large-
scale disaggregated deployments2.

CXL 2.0 does not offer cache coherence across hosts. We
thus consider software coherence from the distributed shared
memory literature, where object/page tagging marks which pages
are shared or owned by just one host, and relaxed consistency limits
communication (see Section 6.1).

Although products are still forthcoming, CXL 3.x adds cross-
host coherence via a back-invalidate (BI) flow. A BI forces a device
or host to drop a line so another agent can assume ownership. The
requester’s caching agent waits for all BI acknowledgments before
proceeding. Implementations rely on snoop filters in hosts, devices,
or switches to target likely sharers. When filters lack precision,
the switch broadcasts the BI to every host that maps the region,
and each host’s on-socket directory or snoop fabric fans out the
invalidate to its cores. Because a missed snoop-filter entry falls
back to broadcast, having accurate snoop filters is essential for
performance. This motivates selective sharing as intermediate steps
before broad sharing (Section 5).

In CXL 1.1 and 2.0, CXL.cache and CXL.mem messages are
528-bit units called flits. They include a 16-bit link CRC for error
detection [3]. The receiver validates each flit’s CRC, maintains
sequence numbers, and acknowledges in-order delivery. If a CRC
check fails, the receiver emits a retry request frame. The transmitter
responds with a retry acknowledgment frame and then replays all

2https://computeexpresslink.org/cxl-specification/

flits that have not yet been acknowledged, not only the flit that failed
the check. Implementations also send retry flits without payload
during this exchange. Section 4 quantifies the performance impact
of flit replay in deployed systems. As flits use the PCIe Gen5
physical layer, which requires a 16-bit protocol ID, they occupy 68
bytes on the wires.

2.2 Relationship to NVLink and Other Fabrics
Recent successes of GPU-centric fabrics such as
NVLink/NVSwitch have raised the question of whether
they may subsume CXL We view them as complementary. Our
focus is CPU-side workloads that are highly sensitive to memory
latency and expect load/store access within roughly 200-300 ns, a
regime that CXL.mem explicitly targets. In contrast, paths from
CPUs to GPU device memory over NVLink/NVSwitch are on
the order of ∼800 ns [7], and emerging rack-scale fabrics such as
UALink and Ultra Ethernet are likely to incur even higher latency,
making them ill-suited as drop-in replacements for local CPU
memory. At the same time, NVLink/NVSwitch can deliver higher
bandwidth per unit shoreline for accelerator memory, so it remains
the better choice for tightly coupled GPU memory systems. A
practical enabler for broad CXL deployment is that CPUs can
provision “fungible” lanes that support both PCIe and CXL,
whereas integrating NVLink/NVSwitch (or similar GPU-ecosystem
links) into CPUs requires more speculative, up-front silicon and
product-planning commitments.

3 CXL in 2025
CXL introduces a new memory tier, a new programming model
for accelerators, and multiple changes to platform designs. The
ecosystem continues to evolve with support from all major CPU
vendors, hyperscalers, and 190 vendors of CXL devices and IP. The
CXL ecosystem spans CXL.mem expansion devices 3 4 5 6 7 8 9 10,
multi-host CXL.mem pooling and sharing 6 7 11 12 10 13, CXL
switches 14, and CXL-based accelerators 15 16 17. While there is
broad industry support for CXL, adoption is still in the early stages.

We discuss what we see as likely near-term use cases, perfor-
mance characteristics of current devices, and adoption progress.

3https://news.samsung.com/global/samsung-develops-industrys-first-cxl-
dram-supporting-cxl-2-0

4https: / /www.smartm.com/media/press- releases/SMART_Modular_
Technologies _ Introduces _ New _ Family _ of _ CXL _ Add - in _ Cards _ for _
Memory_Expansion_in_High_Performance_Servers

5https://www.servethehome.com/micron-cz120-cxl-memory-expansion-
module-at-fms-2023/

6https://www.storagenewsletter.com/2023/09/28/astera-labs-leo-memory-
connectivity- platform- enables- data- center- servers- with- performance- for-
memory-intensive-workloads/

7https : / / investor . marvell . com / 2022 - 11 - 10 - Marvell - Announces -
Innovative-CXL-Development-Platform-for-Multi-Host-Memory-Pooling

8https://go.scaleflux.com/MC500_Datasheet_ScaleFlux
9https://www.montage-tech.com/MXC
10https://news.skhynix.com/sk-hynix-presents-ai-memory-solutions-at-

cxl-devcon-2024/
11https://www.youtube.com/watch?v=KCgE0WejXl0
12https://www.unifabrix.com/product
13https://xcena.com/MemoryPool
14https : / / www. prnewswire . com / news - releases / xconn - technologies -

launches-the-industrys-first-and-only-hybrid-cxl-2-0-and-pcie-gen-5-switch-
301895313.html

15https://www.marvell.com/blogs/five-ways-cxl-will-transform-computing.
html

16https://xcena.com/CompMem
17https://www.altera.com/products/fpga/agilex/7
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3.1 Near-Term Use Cases
The unique value of CXL lies in memory pooling and acceler-
ator support. Although there are promising prototypes in these
directions, at-scale use still requires refinement. In the near term,
the most immediate opportunity is memory expansion, and we
therefore focus on three expansion use cases. We discuss the three
main use cases for expansion.

3.1.1 Overcoming memory capacity limitations
Memory capacity based on directly-attached DRAM is becoming
an increasingly pressing bottleneck for workloads that scale with
socket performance. As sockets add cores and per-core performance
improves, the working set of an application grows. If DRAM
capacity is insufficient to hold the working set, performance will
degrade quickly [8].

Tables 1 and 2 summarize IPC, frequency, and core counts,
which allows us to estimate relative improvements in per-socket
CPU performance. The tables also list the channel count and max-
imum directly-attached DRAM capacity. While DRAM capacity
per core decreases only slightly, DRAM capacity normalized to
overall socket performance falls off a cliff. On AMD and Intel
server CPUs, current generations offer only 27% and 39% of their
former memory capacity per unit of performance.

Decreasing memory capacity is a key concern for many
workloads. Web search at scale is highly capacity sensitive. A fleet
study of production systems reports that touched footprint grows
with the number of active cores and over time [9]. As throughput
(socket performance) increases, capacity needs grow linearly to
keep hot state resident. Similarly, database systems show a capacity
cliff when the working set exceeds memory. Production traces
reveal a sharp knee in miss ratio as buffer size grows [10]. Meta
engineers also observe growing memory needs in new services [1]
in order to prevent stranding compute.

On ARM, Intel, and AMD server CPUs today, CXL is the
only way to add memory capacity at good performance and
reasonable cost. CXL today doubles memory capacity per socket
(see Section 3.3), with further scaling in the near term7. This is
typically much cheaper than scaling up or out, especially since we
mostly need more CPU sockets for their memory controllers and
not for their compute performance.

In the future, this trend is expected to worsen due to long-
known scaling challenges with DRAM [11]. Fortunately, future
CXL devices can improve memory capacity even further.

3.1.2 Overcoming the need for expensive DIMMs
Many workloads are not just capacity limited but also cost sensitive.
In practice, the highest-capacity DIMMs (e.g., 3D stacking with
TSV 18 19) would charge a high premium per GB. In 2025, 96 GiB
and 128 GiB DIMMs are considered mainstream, with a hefty
premium for 256 GiB DIMMs. Thus, replacing 𝑥 256 GiB DIMMs
with 2𝑥 128 GiB DIMMs, half directly attached and half CXL
attached, can lead to significant cost savings.

Concrete workload examples for both capacity limitations and
cost-effective capacity include transactional databases, analytics,
and vector databases [12]–[14]. Additionally, some large language
model (LLM) fine-tuning and serving workloads that are capacity
bound per socket can benefit from CXL.

18https://lenovopress.lenovo.com/lp1021.pdf
19https://www.hpe.com/psnow/doc/PSN1014876387MYEN
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Fig. 1. Distribution of workload slowdowns on EMR for NUMA and four CXL
devices, expressed as percentage overhead relative to local accesses. Devices
are ordered by their measured average memory latency. While NUMA and
the lowest-latency CXL devices exhibit relatively tight slowdown distributions,
performance degrades significantly for devices with 275–390 ns access
latency, with CXL-C showing the steepest penalties.

3.1.3 Increasing memory bandwidth
Similar to memory capacity, memory bandwidth per core is also
falling, severely limiting key datacenter workloads [11], [15]. CXL
adds additional memory bandwidth to a CPU socket and thus can
help alleviate this bottleneck. In practice, we find that CXL is less
suited to reduce memory bandwidth bottlenecks today due to three
reasons.

First, workloads that are truly memory bandwidth bound
typically optimize for bandwidth normalized to power (GB/s /
W), where CXL offers limited advantages; LPDDR and HBM
provide much higher bandwidth per watt.

Second, actually using CXL to effectively increase bandwidth
requires careful consideration of workload characteristics and
memory access patterns. The challenge with CXL is that its
bandwidth behaves differently from DRAM. CXL maximizes
bandwidth at 50/50 read/write ratios, and many expansion devices
are optimized for this pattern. Bandwidth-hungry workloads are
typically read-heavy and thus do not fully exploit CXL’s bandwidth.

Third, methodologies for optimizing directly-attached and
CXL bandwidth are nascent. Performing this entirely in hardware
bottlenecks the system by CXL’s lower read bandwidth. Software
solutions are still maturing in this space and may provide better
optimization opportunities in the future [15].

3.2 Performance of Memory Expansion Hardware
There are many CXL expansion devices on the market today, with
varying performance characteristics. State-of-the-art performance
of expansion devices today means a median pin-to-pin latency of
around 100 ns for reads (MemRd) and small increases at higher
percentiles and medium load.

3.2.1 CXL Device Latency Matters
To see how CXL access latency matters, we revisit performance data
in Figure 1 (based on data from [16]). The boxplot shows workload
slowdowns across five latency-scenarios on an Intel Emerald Rapids
(EMR) server, with corresponding idle-load latencies in Table 3.
CXL-A and CXL-D incur modest overheads (median slowdowns of
about 10-18%), but performance degrades quickly beyond this
range. At 275ns (CXL-B), slowdown distributions widen and
median overheads rise to roughly 22%, and at 390ns (CXL-C), the
median slowdown approaches 45% with a long tail reaching about
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TABLE 1
AMD EPYC per socket performance and DRAM capacity. Perf index is IPC×fbase×cores, normalized to EPYC 7601=1.00.

SKU Core uarch IPC Base Cores Socket Perf Ch DPC Max DRAM DRAM/core DRAM/perf
(norm.) (GHz) (norm.) (TiB) (GiB) (TiB/Perf)

EPYC 7601 Zen 1 1.00 2.20 32 1.00 8 2 1.00 32 1.00
EPYC 7742 Zen 2 1.15 2.25 64 2.35 8 2 1.00 16 0.43
EPYC 7763 Zen 3 1.37 2.45 64 3.05 8 2 1.00 16 0.33
EPYC 9654 Zen 4 1.55 2.40 96 5.07 12 2 2.25 24 0.44
EPYC 9755 Zen 5 1.79 2.70 128 8.79 12 2 3.00 24 0.34
EPYC 9965 Zen 5c 1.79 2.25 192 10.98 12 2 3.00 16 0.27

Assumptions: DDR4-era uses 64 GB RDIMM. Early DDR5 (2022-2023) uses 96 GB RDIMM. Later DDR5 (2024-2025) uses 128 GB RDIMM. Zen 5c IPC
assumed equal to Zen 5.

TABLE 2
Intel Xeon per socket performance and DRAM capacity. Perf index is IPC×fbase×cores, normalized to Xeon 8180=1.00. Granite Rapids SP and AP are

separate rows.

SKU Core uarch IPC Base Cores Socket Perf Ch DPC Max DRAM DRAM/core DRAM/perf
(norm.) (GHz) (norm.) (TiB) (GiB) (TiB/Perf)

Xeon Platinum 8180 SP Skylake 1.00 2.50 28 1.00 6 2 0.75 27 0.75
Xeon Platinum 8380 SP Sunny Cove 1.18 2.30 40 1.55 8 2 1.00 26 0.64
Xeon Platinum 8490H SP Golden Cove 1.40 1.90 60 2.28 8 2 1.50 26 0.66
Xeon Platinum 8592+ SP Raptor Cove 1.40 1.90 64 2.43 8 2 1.50 24 0.62
Xeon 6 6788P SP Granite Rapids 1.40 2.00 86 3.44 8 2 2.00 24 0.58
Xeon 6 6980P AP Granite Rapids 1.40 2.00 128 5.12 12 1 1.50 12 0.29

Assumptions: DDR4 uses 64 GB RDIMM. Early DDR5 (2022-2023, SPR/EMR) uses 96 GB RDIMM. Later DDR5 (2024-2025, GNR) uses 128 GB RDIMM. SP
has 8 channels at 2 DPC. AP has 12 channels at 1 DPC. Values are first order proxies.

Latency NUMA CXL-A CXL-B CXL-D CXL-C

Average 190 215 275 230 390
P50 196 267 260 222 409
P90 220 290 287 259 481
P99 242 325 313 270 550

TABLE 3
Latency comparison across NUMA and CXL devices (in ns).

CXL.mem device
CXL
Port

CXL overhead

CXL
Port

NOCCore/LLC/
Fabric/Dies

CPU internal

MC &
DRAM

DDR

CPU socket

Inter

Fig. 2. End-to-end CXL latency breakdown into logical blocks, which are
quantified in Table 4.

650%. Thus, moving from 275ns to 390ns marks a regime where
additional latency drives a substantial, statistically significant loss
of efficiency, underscoring that both mean and tail CXL device
latencies must be carefully controlled.

Also note that all these workloads use cacheline-granular
load/store accesses to CXL memory. This stands in contrast to
literature claims that paging-style far memory is necessary for
CXL [6].

3.2.2 CXL is not the dominant source of latency or variability
Figure 2 and Table 4 break down end-to-end CXL load latency on
Intel Xeon 6. At the median, CPU internals account for 75ns out of
160ns (47%), while CXL adds only about 26% of the total. Across
percentiles, CXL and the interconnect stay nearly constant (roughly
65-75ns and 19-35ns), whereas CPU and DRAM grow from 75
and 35ns to 180 and 380ns, contributing over 90% of the variance.
Thus, for well-tuned devices like those in Table 4, CXL is neither

CPU CXL Interconnect DDR
Internal Ovhd. Expan. Pool. MC+DRAM

best -case 75 ns 65 ns 19 ns 35 ns 35 ns
P50 130 ns 65 ns 19 ns 35 ns 39 ns
P99 138 ns 68 ns 19 ns 35 ns 311 ns
P99.9 180 ns 75 ns 19 ns 35 ns 380 ns

TABLE 4
End-to-end idle-load latency breakdown for a good CXL device. In the median
case, 26% of the latency comes from CXL. For 99-percentile (P99) latency,
14% comes from CXL. Thus, neither the bulk of latency nor its variability

arises from CXL itself but instead from CPU internals and the DRAM stack.

the main source of latency nor of tail variability. CPU internals and
the DRAM stack dominate, and overall performance is comparable
to familiar remote-socket access [16]. In practice, adoption barriers
arise only when poorly tuned CXL devices become the dominant
contributor to latency and variability.

3.3 Current Deployment Status

CXL is not yet widely deployed at hyperscale. Adoption is concen-
trated in pilot programs and targeted rollouts for specific domains
and workloads. For example, Microsoft announced a preview of
a CXL-based VM type for memory-intensive workloads such as
SAP S/4HANA in November 20251. Such targeted deployments
show CXL’s potential and serve as a critical stepping stone toward
broader integration.

While all major CPU platforms (Intel, AMD, and ARM) support
CXL today, most publicly announced configurations use Intel
Xeon 6 (Granite Rapids). Production Xeon 6 platforms typically
use 64 CXL lanes per CPU socket, e.g., configured as four ×16
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Fig. 3. Microsoft CXL expansion board with two CXL ports. Each port offers
×8CXL lanes.

TABLE 5
Ways to expose CXL memory to guest VMs.

Model VM view Control Ease Pooling

Fully backed by
CXL

Single mem-
ory node

None Easy High

App controlled-
Explicit CXL

DRAM +
CXL NUMA

ApplicationMedium High

Guest OS-
Explicit CXL

DRAM +
CXL NUMA

Guest OS Easy Limited

Hypervisor Tier-
ing

Single mem-
ory node

Hypervisor
(Hv)

Hard Limited

Hardware Tier-
ing

Single mem-
ory node

Firmware
(FW)

Easy No

Hybrid Tiering Single mem-
ory node

FW and
Hv

Medium No

expansion devices 2021 2223 24. Assuming mainstream 128 GB DDR5
and 64 GB DDR4 DIMMs, mainstream CXL expansion offers one
to two DDR5 channels per ×8 CXL lanes. On a Granite Rapids
SP platform with 8 channels of DDR5 and 2 DPC, this means that
CXL expansion can at least double the memory capacity.

There are a variety of CXL expansion device form factors
available today. While many CXL expansion devices integrate
DRAM, hyperscalers tend to favor CXL devices with DDR4/DDR5
DIMM slots due to existing supply chains and operational efficiency.
Physical layout and air flow constraints then lead to dense CXL
devices with DIMM slots such as Microsoft’s dense design (Fig-
ure 3). Even with these dense designs, many production platforms
require cables; unfortunately, CXL cables are not yet standardized.

It is challenging to estimate exact timelines for widespread
adoption of CXL. We see that hardware, performance, and use
cases are ready today, but there are still ecosystem gaps that
must be closed before broad deployment (Section 4). In addition,
deployment experience depends strongly on how CXL memory is
exposed to software.

3.4 Exposing CXL Memory to Guest VMs
Table 5 lists the six major models that we are aware of today.
The models range from fully backing VM memory with CXL [2]

20https://lenovopress.lenovo.com/lp1606- lenovo- thinksystem-sr860-v3-
server

21https://www.asrockrack.com/general/productdetail.asp?Model=GNRD8-
2L2T

22https://www.supermicro.com/x14
23https://www.kaytus.com/rack-and-tower-servers/kr2280v3
24https://www.servethehome.com/lenovo-has- a- cxl-memory-monster-

with-128x-128gb-ddr5-dimms/

to explicit NUMA nodes where either the application [12], [13]
or the guest OS [17] controls placement. Alternatives hide CXL,
either through hypervisor software tiering [18] or through hardware
tiering in flat address spaces [17]25. Finally, hybrid tiering ap-
proaches such as MemStrata [17] promise predictable performance
and isolation between tenants at the cost of added complexity. Most
relevant workloads today are sensitive to memory access latency
but do not yet implement their own tiering. At the same time,
OS and hypervisor-based tiering is not yet mature enough. Thus,
hardware or hybrid tiering appears to be the most viable option in
2025, as shown in Microsoft’s CXL VM announcement1.

4 Practical Experiences

Our goal in this section is to distill operational lessons that can
help vendors and operators de-risk deployments and accelerate
the practical CXL roadmap. We focus primarily on CXL.mem
expansion, briefly touch on pooling, and omit accelerators for
brevity.

4.1 Validation and Testing

Before we evaluate a CXL device, it has typically already undergone
multiple validation steps, including with the CPU vendor, but
we still extensively test each device’s stability, performance, and
software/firmware interfaces.

CXL memory must meet standards similar to locally attached
DDR5, so we reuse DRAM stress-testing methodologies with
large pattern sets. Devices report DRAM ECC statistics, and we
proactively swap DIMMs when error rates are above average. We
also monitor link metrics such as CRC flit error rates, link width,
and PCIe generation stability. After an initial burn-in, we run about
a week of full-bandwidth stress tests.

Despite prior validation, we continue to see issues with
new devices, including stability problems that appear only after
days, rare but significant boot-time detection timeouts, HDM
decoder configuration quirks, and firmware compatibility problems.
Earlier prototypes also showed worse performance, explaining
many observations in prior characterization studies [16], [19].
For instance, we have seen up to × improvements in tail latency
across firmware versions on the same hardware. Practitioners and
researchers must therefore use the latest firmware on all components
and collaborate closely across the ecosystem.

Our performance tests proceed from microbenchmarks to end-
to-end workloads. Given the inherent variability of CPUs and
DRAM (Table 3), we use both host-based testing and a CXL
bus analyzer to obtain full latency distributions across read/write
mixes, load levels, and flit replay scenarios. Across devices, we
observe striking differences in performance across CXL ports,
device-internal routing, and memory controllers. Few devices
implement CXL header bypass, despite its approximate 8 ns round-
trip latency benefit, and similar gains are possible via memory
controller optimizations (for example, tail-latency-aware refresh
scheduling). While devices commonly advertise around 100 ns
pin-to-pin latency, this often holds only under specific conditions
and percentiles, underscoring the need for a more holistic way to
describe CXL memory performance.

25https://www.opencompute.org/documents/hyperscale- tiered-memory-
expander-specification-for-compute-express-link-cxl-1-pdf
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4.2 Failure Modes
While our experience covers only a few dozen racks, we have
observed several failure modes that are worth discussing. After
initial validation testing and firmware improvements, CXL de-
vices themselves almost never fail. However, DIMM failures and
CXL link failures are common. Since DIMM failures are well
understood [20], we focus on CXL link failures in detail. Beyond
cataloging failures, this section aims to demystify how CXL links
behave on the wire. We use nanoscale traces to build an intuitive
replay model that academic readers can reuse when reasoning about
CXL reliability and performance.

CXL link failures span two types of issues. First, link training
problems lead to undetected devices and lane/generation down-
grades at boot. This typically only happens for new racks; we swap
out cables and devices in this case. Second, signal integrity issues
at run time lead to flit CRC errors which trigger replayed flits.

4.2.1 The need to model runtime flit parity errors
At the nominal 10−12 bit-error rate (BER), replay traffic is
negligible for performance: roughly one flit CRC error every two
seconds. All of our platforms have been designed to this standard.
However, due to manufacturing variability, we see link error rates
in the dozens per second on some devices after deployment. For
example, some links are stable for weeks and then train to a different
preset after an unrelated reboot, which increases flit CRC error
rates. Our interest in this section is the regime where links behave
worse than the specified BER due to manufacturing and training
variability.

Once devices are deployed, remediation is costly and disruptive,
so we had to define operational thresholds for acceptable error rates.
For example, migrating away workloads and servicing a server may
significantly impact workloads. An alternative would be to retrain
the link at a lower generation or downgrade the link width, but this
significantly impacts performance. We thus developed a model to
understand the performance impact of flit parity errors to compare
to actions like retraining or downgrading a link.

4.2.2 Flit parity replay performance model
Flit parity errors and associated replays consume bandwidth, which
we call the “replay tax”. If link utilization is high, this tax can
affect workloads. Flit parity errors also affect latency due to the
actual replay of a flit, as well as knock-on effects where subsequent
flits are delayed. Essentially, these replay events add to the latency
tail, in addition to the CPU and DRAM variability discussed earlier.
We focus on bandwidth impacts, which we’ve seen to be more
significant in practice.

Figure 4 shows a timeline of CXL.mem flits for write transac-
tions on a healthy link. Figure 4a illustrates a single write. The host
sends a MemWr header followed by four data flits. After about 70
ns, the device responds with a No-Data Response which confirms
acceptance of each write (S2M direction). This sets the timing scale
used in the rest of this section. Figure 4b shows a short window
of full throughput writes during an application burst period. After
sending one MemWr and its data flits, the host can send another
MemWr together with data flits within 1-3 nanoseconds. More
write transactions can follow in quick succession, depending on the
load. If there are few packets flowing S2M (as in the case of only
writes), then the device sends explicit flow control credit return
flits. The host returns credits to the device by setting the ack in a
MemWr flit.

Figure 5 shows the same write transactions where the second
flit experiences a CRC mismatch. While the device deserializes
this data flit and calculates the CRC, the host continues to send
dozens of MemWr and data flits. Once the device CXL port detects
the CRC error, it sends a retry request (retry.req) followed by
retry frames. The host continues to send write transactions, even as
it processes the retry.req. After about 50-70 ns (depending on the
device), the host sends a retry acknowledgment (retry.ack), some
retry frames, and starts replaying flits. As discussed in Section 2,
the host must replay all flits since the last acknowledged flit’s
sequence number. The shaded interval in the figure shows this
replay window; all flits in that window are resent after retry.ack.

One bad flit creates a short “micro-burst” of extra flits (the
replay tax), not a catastrophic stall, so the impact is governed by
link slack. To quantify the replay tax, we define the replay window
(𝑊) as the duration between the first unacknowledged flit and
the sender receiving and acknowledging the retry.req. The replay
window depends on the host and device CXL port implementation
and differs significantly across vendors. A good implementation
takes about 35 ns to detect the error and send the retry.req, 5 ns to
traverse the link, and about 30 ns for the sender to acknowledge
and start replaying. However, some implementations increase the
overall replay window from 70 ns to over 100 ns. In practice, we
measure the replay window using a CXL bus analyzer to capture
traces similar to Figure 5. We want to induce a flit CRC error and
observe the timing of the retry.req and retry.ack.

All flits sent during the replay window will be resent during
replay. Thus, the peak flit rate, 𝐹max, defines the worst-case tax.
From our traces 𝐹max ≈ 0.94 flits/ns. With a conservative window
𝑊 = 70–85 ns, the number of payload flits to replay is

𝑐 ≈ 𝑊 × 𝐹max ∈ [66, 80] flits.

Control traffic such as retry.req, retry.ack, and retry frames adds a
few more flits. A single errored read data flit therefore amplifies
into roughly 𝑐 ≈ 74 flits of replay traffic under full write load.

If the link were fully utilized, the bandwidth tax would impact
workloads and have significant knock-on effects, even at tiny error
rates. However, in practice, we find that links are almost never fully
utilized due to a variety of reasons. We call this utilization slack.
At 100% reads, slack is caused by DRAM jitter, e.g., due to reads
waiting behind a refresh command. At a 50% read/write mix, slack
depends on the balance of CXL bandwidth to memory controller
bandwidth on the device side. For example, a ×16 CXL 2.0 (PCIe
Gen5) device with two DDR5-5600 channels is bottlenecked by
DDR, leaving more link slack. At 100% writes, slack is minimal,
with only core-LLC pipeline bubbles on the host and potential
backpressure from the device’s memory controller. Based on these
observations, we suggest different thresholds for what we consider
a high rate of flit CRC errors depending on the workload. Table 6
shows these different scenarios and thresholds that range from
2 × 104/𝑠 under full writes to 1 × 105/𝑠 under read-write mixes.
This table is calibrated for these above-spec error rates.

We remark that typical hosts use multiple CXL devices per
socket. And memory maps are typically configured to interleave
at 256 Byte granularity across all connected devices. Bandwidth
slowdowns on just one device can have cascading effects on the
overall performance. We thus recommend conservatively lowering
the error threshold by the number of devices per socket (or on the
host, if cross-socket accesses are common). As it is hard to predict
workload behavior ahead of time, we suggest an error threshold of
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...

MemCmp
No-Data
Response
(= Ack)

LLCTRL
(flow
control
credits)

(a) Single CXL.mem write.

LLCTRL (flow control credits)

(b) Full CXL.mem write throughput.

Fig. 4. Nanoscale view of CXL.mem write traffic without errors for a typical-good expansion device. (a) shows an isolated single write transaction. The host
emits a MemWr header and four data flits. The device returns an S2M No Data Response about 69 ns later, which confirms acceptance and advances ordering.
Flow control credits are returned to the host in-between in a dedicated flit. (b) shows CXL.mem writes at full throughput. Write bursts repeat every ≈5.25 ns (one
header plus four data flits). Periodic LLCTRL return credits, and S2M accepts appear after the 69 ns offset roughly matching the timing of MemWr headers.

Time until CRC mismatch is detected and retry.req is sent

Data flit with bit flip

retry.req Time until retry.req is decoded and acked

retry.ack

All flits sent in shaded window must be replayed!

Flits are replayed in a burst (~69 flits)   send delayed writes 

Fig. 5. Replay after a CRC mismatch on the second data flit in this trace. The receiver detects the error and sends retry.req; the sender continues issuing
writes until that request is processed. The shaded window marks flits that must be replayed; after retry.ack the sender replays from the last acknowledged
sequence. At full throughput this increases link utilization and delays writes that would’ve been sent at the time the replay starts.

Traffic pattern Slack Error Threshold

100% reads ≈ 5% 6 × 104/𝑠
50/50 read write ≈ 9% 1 × 105/𝑠
100% writes ≈ 2% 2 × 104/𝑠

TABLE 6
Rough slack and flit parity error thresholds for a Gen5 ×16 CXL link with a

device that has two DDR5−5600 channels.

about 103/s for a typical expansion scenario with four ×16 devices,
and leaving a 2× margin for short-term fluctuations.

4.3 Controller power and idle responsiveness

Datacenter power and operation are dominated by nonpeak activ-
ity [21]. CXL memory expansion inherits this reality and thus
should have good power proportionality. Controller power that does
not scale with activity inflates cost and biases TCO against large
local DIMMs.

In practice, we observe that this guideline is not yet fully
realized. Some controllers we tested expose little or no power
management. Device power remains near constant at idle and near-
idle. Other controllers reduce power by entering deep idle at low
load. Resume from this low-power state adds dozens of ns of
latency. This slows real-world pointer chasing and index traversal
workloads which may have bursty request rates.

We recommend that CXL devices and ports should implement
power-saving modes that favor aggressive ramp-up from idle.
Whenever traffic is non-zero, we can use shallow idle states.
Controllers must detect sparse arrivals and wake fast or wake
preemptively, similar in spirit to latency-optimized profiles that bias
for quick response26. In our experience, a shallow and somewhat
less efficient idle state is better than any idle state that is disabled
in practice.

4.4 Security Challenges.
CXL relies on an OS driver to program decoders, manage link
security, mailboxes, and recovery. In our cloud stack, the OS is
typically not trusted and lives in Virtual Trust Level 0 (VTL0).
VTL1 is a more trusted isolated environment, e.g., used by the
hypervisor, with code and memory protected from VTL0 with
hardware-enforced isolation27. In cloud configurations, VTL1
cannot safely use CXL memory while the control plane lives
in VTL0 because untrusted code can reconfigure CXL devices.

Even though the platform firmware locks some portions of the
register space through CXL-architected means, other vulnerable
registers have no locking. Additionally, locked registers are vul-
nerable to reset of the CXL device. While the PCI specification
suggests that control registers be 4 kB aligned, alignment is not a

26https://builders.intel.com/docs/networkbuilders/intel-xeon-6-processors-
performance-and-power-profiles-1746785299.pdf

27https://learn.microsoft.com/en-us/virtualization/hyper-v-on-windows/
tlfs/vsm
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requirement. This lack of guaranteed alignment makes it difficult
to implement access control to configurations (e.g., with page-level
MMIO filtering).

In the near term, trusting and incorporating full CXL drivers
into the hypervisor is impractical. As a result, we suggest a conser-
vative policy: VTL1 code cannot access CXL-backed memory at all.
A longer-term path would be to leverage a Secure PCI component
in VTL1. Secure PCI will install read-only access control over
the configuration (CFG) and MMIO spaces of the components in
the CXL hierarchy (e.g., host bridge, root port, and devices). In
this design, VTL0 CXL drivers are forced to issue control and
management operations via a narrow mailbox interface surfaced
by Secure PCI, rather than directly touching CXL control registers.
This approach allows us to treat CXL memory as general-purpose
memory while maintaining VTL1 isolation, and it enables CXL-
backed use cases for VTL1 and confidential VMs.

Software stack changes to prevent VTL1 from using CXL are
not trivial and must be planned for carefully. Both the short-term
policy of disallowing VTL1 CXL usage and the longer-term Secure
PCI approach must integrate cleanly with tiering mechanisms.
In practice, this is particularly challenging when using hardware
tiering where software does not decide which cachelines reside in
CXL memory. This is somewhat more feasible for hybrid software
and hardware tiering designs such as MemStrata [17], which allow
platforms to reserve local-only memory for VTL1 use.

4.5 Multi-tenancy & observability.
CXL is highly valuable in both multi-tenant cloud environments
and when co-optimizing platforms with sophisticated applications
such as databases. Both cases require deep hardware telemetry
through core PMUs and uncore PMUs at runtime. For example,
cloud providers need to understand interference between tenants
to mitigate noisy neighbors quickly. Similarly, database systems
can benefit from detailed telemetry to optimize query performance
and data placement. Recent tiering papers have started to show the
immense benefits from incorporating hardware counters into data
placement [15], [16], [22].

CXL runtime telemetry from low-overhead hardware counters
is insufficiently available today. While we can monitor some high-
level metrics, we lack the granularity to attribute CXL-related
slowdowns and bandwidth consumption to individual tenants/cores.
We also lack detailed insights into retry behavior, backpressure, and
differential behavior of prefetches, requests-for-ownership, demand
reads, and write-backs.

5 A Pathway to Broad Deployment
We expect CXL to follow a many-year development path, as has
proved necessary for other major interconnects. Rather than a
sudden inflection, we anticipate a sequence of stages that broaden
scope and reach as the ecosystem matures.

An analogy to prior fabrics is instructive. NVLink has already
enabled coherent memory sharing across tens of GPUs in a rack
(see Section 2 for how this differs from CXL’s CPU-side role), yet
it still rolled out gradually: roughly four years to reach 8 GPUs,
another five years to reach 16–32 GPUs, and about nine years
to reach 72 GPUs in a single rack28. RDMA followed an even
longer arc: 2–5 years from specification to HPC use, 12–15 years
to broad cloud deployment, and nearly 20 years to large fabrics,

28https://www.nvidia.com/en-us/data-center/gb200-nvl72/

with its biggest impact in remote storage and data paths rather than
universal memory disaggregation [4], [5].

CXL sits closer to RDMA than to NVLink: it targets a cost-
conscious, open ecosystem with many vendors and tight operational
constraints in hyperscale datacenters. Together with our practical
experiences in Section 4 and lessons from distributed shared
memory systems (Section 6.1), this history argues for a staged,
conservative adoption path rather than an immediate leap to large,
coherent fabrics. The rest of this section outlines such a roadmap,
where memory expansion in database clusters1 is step 0.

5.1 Step 1 — Broadening CXL.mem Expansion
Even as we see significant memory expansion opportunities
today (see Section 3), there are multiple improvements that can
serve as a better basis for memory pooling. First, applications
need to move from “hiding” CXL’s performance characteristics
through mechanisms such as hardware [17] or OS-based [1] tiering
to explicitly exposing CXL data placement to compilers and
applications. While it may be possible to hide pooling behind
abstractions, there are many pooling use cases (see below) that
benefit from integration with the application.

Second, the benefit of pooling memory increases significantly
as more memory capacity actually comes from CXL instead of
local memory. For example, prior analysis shows that as we increase
memory pool use from 10% to 25% to 50% of memory, the savings
increase from 3% to 8%, and 12%, respectively at a fixed pool
size [23]. This direction is incentivized if memory behind CXL
becomes more cost-effective. For example, reusing cheaper media
behind CXL [24] 29 and device-side compression [25] 15 25 30

can lift effective capacity and bandwidth. Additionally, we see
opportunities for server consolidation using high-core count CPUs,
which in turn increases memory demand per socket and further
incentivizes CXL memory [24].

5.2 Step 2 — Small Pools with Non-Coherent Sharing
Adopting CXL pooling promises a variety of benefits beyond
memory capacity saving by multiplexing demands [2], [23]. We see
sufficient evidence for industry to explore the following examples.
• Fast intra-pod RPC and synchronization. Use shared CXL

memory regions for RPC data paths, queues, and distributed
primitives within a few hosts (microseconds-scale). Empirical
systems show RPC over shared memory/pooling can beat kernel-
bypass networking for short messages [26], [27] and enable
lightweight coordination (locks, FIFOs, mailboxes).

• Warm failover & rapid restart (DBs/services). Keep replicated
snapshots or steady-state working sets in a micro-pool to cut
promote/restart times, while designing for partial failures and
isolation within the pod [12], [28].

• Shared caches and state spill for inference/analytics. Pool
capacity for KV caches (LLM serving) or hash tables/joins
across nodes; keep hot data local, spill cold/warm to the micro-
pool. Early results indicate benefits for joins and collectives with
pooled memory [29], [30].

• PCIe/accelerator pooling and device sharing. When small
numbers of CPUs share scarce devices, a CXL/PCIe fabric

29https://computeexpresslink.org/blog/making-memories-at-hyperscale-
with-cxl-webinar-qa-recap-3236/

30https : / / computeexpresslink . org / resource / zeropoint - technologies -
hardware-accelerated-cxl-memory-compression/
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can consolidate attach points, reduce stranding, and simplify
failover within a rack pod. OASIS demonstrates disaggregated
device pooling atop PCIe/CXL fabrics [31].
While these use cases are likely to return on their investment,

we believe that the complexity and cost of large CXL pools will
constitute an initial barrier. For example, servicing racks with
large CXL pools that are tightly coupled with copper cabling
adds significant operational complexity. Additionally, developing
a robust and secure software stack for large-scale pooling is a
significant undertaking. In terms of cost, prior work has shown
that CXL switches may not be cost-effective [6], [23]. Our
findings in Section 4 also point to concrete implementation
challenges including the risk of aggregation of flit replay events,
increased power consumption, and security considerations. CXL
switch prototypes today use retimers as confirmed in personal
communication at CXL DevCon 2025.

Multi-headed devices (MHDs) can be more cost-effective than
switches. However, MHDs become shoreline limited even at eight
×8 ports, which becomes cost-prohibitive at sixteen ×8 ports [32]31.
Figure 6 shows the die area breakdown for MHDs of different sizes.
To this day, few large MHD designs are available for prototyping.

In contrast to large pools, small CXL pools (micro-pools) can
be built with existing hardware and software. We envision reuse
of existing CXL infrastructure instead of a clean-slate redesign,
perhaps based on expansion devices popularized during steps 0
and 1. Mainstream expansion devices typically offer ×16 lanes,
which can be bifurcated into two ×8 lanes for pooling two hosts.
Such devices are readily available today including devices by
AsteraLabs32 and Marvell15. Figure 3 also shows that cloud provider
implementations carried forward the two-×8 design.

While constructing CXL pooling from two ×8 ports may sound
underwhelming, there are several advantages. First, the broad avail-
ability today enables early prototyping and software development.
Second, even with two ports, non-trivial configurations of more
than two hosts are possible [33]. Two ×8 ports may also be split
into four ×4 ports, which significantly expands the pooling scope.
And in CXL 4.0, ports may even be split into ×2 ports, meaning a
single ×16 device can pool up to eight hosts.

The first step towards pooling and sharing will also likely avoid
hardware coherent sharing. While CXL 3.x introduces coherent
multi-host sharing, we do not yet see commercial CXL devices that
implement the required back-invalidate flows. Implementing and
validating these flows is likely going to be complex spanning
software development, testing, and prototyping of distributed
sharing. In contrast, CXL 2.0 pooling and non-coherent sharing are
available today and software coordination mechanisms are quite
powerful [31].

5.3 Step 3 — Small-region Coherent Sharing
Implementing CXL 3.x coherent shared memory requires signif-
icant snoop buffers for performant back-invalidate flows. These
changes will only be made once we’ve shown the benefits of such
an architecture (e.g., in step 2). The community has also observed
that building large snoop buffers is challenging due to their die
area requirements [28]31. For example, an MHD with eight ×8
ports is shoreline limited even on 5 nm, which leaves space for a
small snoop buffer31 that can cover around 256 MB of coherent
pool memory. Software can then use this coherent region for locks,

31https://www.youtube.com/watch?v=2ktM7dPcmqI
32https://www.asteralabs.com/products/leo-cxl-smart-memory-controllers/

metadata, and distributed coordination to effectively coordinate
access to the bulk of non-coherent pool capacity.

As evident in early tailor-made research databases for partially-
coherent CXL pools [28], there is significant benefit to this
architecture. At the same time, this architecture remains cost-
effective and has a clear evolution path from existing CXL 2.0
pooling solutions. We expect CXL pooling with eight ports — with
or without an advanced topology [33] — to lead to significant
performance and cost returns to cloud applications.

This architecture also facilitates deploying accelerators with
peer-to-peer communication and data sharing between accelerators.
A practical challenge for deploying new discrete accelerator devices
is that not every workload can take advantage of them. CXL pooling
and sharing enables more efficient use of these accelerators by
allowing multiplexing from multiple hosts, effectively amortizing
their cost.

5.4 Step 4 — Further Scaling CXL Pooling and Sharing
Once applications and accelerators are optimized for small CXL
pools, demands for scaling up these pools may arise. At this point,
we can only speculate about the architecture. We can envision
complex topologies based on MHDs [33] as well as CXL switches,
even with multiple levels and CXL 3.x’s port-based routing.
This is a long way off, however, and requires solving multiple
problems such as congestion control, scaling coherence flows, and
standardized cables. Additionally, as CXL scales, a natural question
is a comparison with RDMA. Current CXL switches add about 220
ns round-trip latency 33. RDMA RoCE switches add about 600 ns
round-trip latency 34. At the scale of a few racks, these differences
may appear large, but when spanning multiple switching levels
and congestion, the effective latency can converge, especially in
congestion scenarios. It is unclear whether CXL can outperform
RDMA at row, colocation, or datacenter scale.

6 Related and Open Research Directions
6.1 Related Work
To the best of our knowledge, this is the first practical experience
paper on CXL. We also report the first separate controller, fabric,
and device latency sources, and the first end-to-end impact of CXL
flit errors on performance.

6.1.1 Use cases for CXL pooled and shared memory
We group proposed and emerging use cases into three classes:
dynamic capacity pooling, pair-wise memory sharing, and pod-
wide sharing. The first two classes are well supported by early
deployment stages (e.g., step 2/3 in Figure 7), while the third class
requires more advanced coherence and consistency mechanisms.

Dynamic capacity pooling Pools treat memory as a capacity
resource and allocate extents on demand; larger pods improve
multiplexing gains and reduce stranded capacity [2], [3], [23]. This
class has known returns on investment but is also sensitive to the
cost of the overall pooling infrastructure.

Pair-wise memory sharing Many workloads in practice com-
municate or share memory between pairs of hosts. Examples
include fast RPC and general communication libraries, which

33https: / /files.futurememorystorage.com/proceedings/2024/20240807_
CXLT-202-1_Jiang.pdf

34https://network.nvidia.com/related-docs/solutions/fsi/SB-breaking-the-
low-latency-trading-barrier-with-next-gen-intelligent-interconnect.pdf
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Fig. 7. One pathway to incrementally scale CXL.

implement collectives with pair-wise schedule templates [26], [27],
[29]. Remote access to PCIe devices through a CXL pod also
follows this pattern [31]. High availability uses primary-backup
and leader-based consensus where the hot path is between a leader
and a small set of peers [34]. Shuffle and broadcast for analytics
often also admit efficient pair-wise implementations [35]35.

Pod-wide sharing There is an increasing list of use cases that
require true all-to-all sharing across a pod of hosts. Examples
include distributed transactions that use CXL to share state
across hosts [28], shared-memory AllGather [30], deduplication of
memory pages across hosts [36], and scaling out applications
without distributed programming [37]. While these use cases
require complex coherence and consistency mechanisms and are
early prototypes, they also promise significant performance and
efficiency benefits.

6.1.2 Measurement studies
Multiple prior studies report measurements from a CPU core to
a CXL device [16], [19]. They do not attribute latency sources or
variability to CPU, interconnect, or device components.

6.1.3 Memory tiering approaches
Software tiering targets operating system page placement and
migration [1], [15], [22]. Hypervisor tiering applies similar ideas
to virtual machines [17], [18]. Hardware tiering works at cache line
granularity and predates CXL in other memory contexts [38].

6.1.4 Classical Distributed Shared Memory (DSM)
Classical DSM systems emulate a shared address space across
nodes using relaxed consistency models and synchronization-aware
propagation [39]–[41]. A key lesson is to propagate updates only
at well-defined synchronization points (locks, barriers, handoff),
and only to nodes that actually share a region, to avoid unnecessary
invalidations and false sharing [39], [41]. In software sharing
over CXL, similar acquire–release style visibility keeps traffic

35https : / / memverge . com / wp - content / uploads / MemVerge - Gismo -
FMS2023.pdf

proportional to synchronization, rather than to every individual
read or write [40].

DSM systems often reason about objects instead of individual
pages or cachelines. For example, write-once and producer–
consumer objects avoid redundant invalidations and updates by
exploiting one-way or phase-based communication patterns [42].
With CXL, we can apply the same idea at page, region, or allocator-
object granularity: replicate read-mostly tables under a lease, and
move ownership of queues or logs in bulk with batched writeback
[41], [42]. These object-level policies can be implemented with
existing primitives such as page mappings, region allocators,
and explicit handoff protocols, without requiring full hardware
coherence.

At the same time, prior DSM systems show that passing
functional tests is not enough: they often lacked strong guarantees
for tail latency, partial failures, and recovery in production [42].
These lessons serve as a cautionary tale for CXL pooling and
sharing. We therefore argue for reusing DSM’s semantic insights
but deploying stronger engineering for failure detection, isolation,
and recovery before considering broader coherent sharing.

6.1.5 Hardware coherence and snoop filters

Directory-based coherence provides targeted invalidation and
scalable sharer tracking, trading metadata for bandwidth [43].
CXL 3.x’s back-invalidate flow is similar to directories in or-
dering and the invalidate-then-write rule. It is different as sharer
identification may be approximate and scoped. Systems combine
snoop filters, switch hints, and scoped broadcast to steer or suppress
probes [3], [44]. Scope and precision vary by design and may be
per port or per region or switch assisted, which trades storage for
occasional false positives and probe amplification [44]. Placement
matters because filters in hosts, devices, and switches compete for
memory and may force coarser tracking under pressure. Warm-up
and failure handling are important because state loss on reset or
rejoin leads to conservative broadcast until filters rebuild, which
echoes DSM fallbacks to conservative propagation [44].
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6.1.6 Alternatives to CXL for disaggregated memory
Remote memory over RDMA is around an order of magnitude
lower in access latency than CXL but may be cheaper and easier
to deploy in some cases [5]. RDMA has significant advantages in
terms of scale today, spanning an entire datacenter [45].

6.2 Research Directions
Fully exploiting CXL bandwidth: What is the right split between
software-driven interleaving of pages or objects across devices and
hardware interleaving in the controller? How should this choice
adapt to traffic skew, failure domains, and hot-object churn?

Today’s hardware tiering mechanisms for CXL, such as Intel’s
Flat Memory Mode [17], often take bandwidth away from the
system instead of adding it. Can CXL hardware tiering be adapted
to increase overall system bandwidth?

Telemetry and attribution: What vendor-neutral counters are
needed to improve CXL pooling and sharing QoS? We need per-
class attribution for flit replay, ownership requests, prefetches,
throttling, and congestion. How should CPUs and devices surface
these signals to tenants without exposing others?

Choosing CXL topologies: Which topologies make it easy to
scale from simple expansion to micro and macro pools without
major software and hardware changes? What are the right routing
and workload/data placement techniques? What is the simplest
control loop that can manage congestion and replay storms?

Congestion control and fairness in fabrics: Which mechanisms
prevent head-of-line blocking and replay amplification under mixed
workloads? How should fairness be defined across tenants and
traffic classes? What are robust admission controls for pools?

Return on investment beyond dynamic capacity pooling: How
can we quantify wins for CXL pooling and sharing beyond capacity
multiplexing? Candidates include faster restarts, shared caches
across services, warm-state handoff during maintenance, and lower
tail latency through selective duplication.

Power management without visible stalls: Which policies
provide energy-proportional behavior while avoiding wake-up stalls
at low request rates? How should we coordinate device states with
host prefetchers and thread scheduling?

Small region coherence: When is a small coherent region the
right tool to coordinate access to a larger non-coherent pool? What
software patterns and libraries make this practical in production
systems?

Tooling for developers: What libraries and profilers do devel-
opers need to exploit pooled memory safely? How can we make
placement hints, failure handling, and observability easy to adopt?

7 Conclusion
We see great value in CXL and its potential to transform memory
architectures long term. However, this paper deliberately takes a
conservative and incremental approach to CXL deployment to show
how we approach this transformation. We discuss steps that fit what
is deployable today and that compound value with low risk. Again,
we stress that many other paths can succeed and that step-function
changes can happen and are welcome.
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