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(4) Q-learning & SARSA



(1)MDP (Markov Decision Process)
& basic conceptions of RL (reinforcement learning)



The formal mathematical model:

State set: §
Action set: A
State transition model: P(s¢4+1|S¢, ag)

-- markov assumption: transition probability only depends on
s; and a;, and not previous actions or states.

Reward function: R(s¢, a¢, S¢41)
Policy: m(s)

-- define the action probability on state s
Reward decay: y (we care more about reward in

Total reward: U(sg, ag, S1,a1,S2, .., ST—1, A7—1, ST)

_ot=T—-1 ..t
=).t=0 ¥V XR(St, Q¢ Se41)-



Example of MDP: Grid World

Robot on a grid; goal: find the best policy

Source: P. Abbeel and D. Klein

S : the location of the robot, we have 11 states (we cannot move to the rock)
A: possible commands, we have 4 commands, up down right left.

P(s¢41|S¢, a;): the robot will move to the other directions with 10% probability
R(s;,a;,s:+1) = the cost of the grid

Find the best policy (s) to maximize total reward R(sg, ag, S, «+»ST—-1, A7—1, ST)



(2) Bellman Equation



Value function:
describes the expected future value
after a state s; or an action a;

".'r(-",) s

State-Value Function:
v (st) = E[U(st, agy Setqs -0 )|Se]
Action-Value Function:
q(se, ar) = E|U(se, ag, Se41 - )|Se, a]
recursive formula for State-Value Function:

Vr(Se) = z P(a;|m, s¢) X 2 P(ses1lse, ar) X(R(Se, agy Se41) + ¥ XV (Se41))

atEA St+1ES

= > P(alm,s0) xq(se,ar)
atEA
recursive formula for Action-Value Function: Quiz 1



(3) Value iteration



optimal state-value function

Vr(Se) = 2 P(a;|m, s¢)X z P(Ses1lse, ar) X(R(Se, ag, Se41) + ¥ XU (Se41))

atEA St+1ES

U (S¢) = gzg} z P(st411Se, ar) X(R(Sg, g, Se1) + ¥ XV (Se41))
St+1€S

value iteration algorithm
For all states, random initialize vy (s)
for each iteration:

for all states:

Vi41(S) = maxz P(s'|s,a) X(R(s,a,s’) + v, (s"))

SIES



(4) Q-learning & SARSA



What if we know nothing about P(S¢+1|S¢, as) ?

U (Se) = z P(a¢|m, s¢)X X(R(S¢, At Se+1) + Vp(Se41))

atEA

We reserve a table of Q(s, a)

For each iteration:
We start from the start state s, go through a path to the terminal state s
We update parts of Q(s, a) based on the path sy, ay, S{,a4, ..., S7—1,A7_1, ST



Q-learning

Algorithm parameters: step size a € (0, 1], small £ > 0
Initialize Q(s,a), for all s € 87, a € A(s), arbitrarily except that Q(terminal,-) =0

Loop for each episode:
Initialize S
Loop for each step of episode:
Choose A from S using policy derived from @ (e.g., e-greedy)
Take action A. observe R. S’
Q(S,A) + Q(S,A) + a|R + ymax, Q(S' [d) — Q(S, A)]
S+ S

until S 1s terminal




SARSA

Algorithm parameters: step size a € (0, 1], small £ > 0
Initialize Q(s,a), for all s € 8%, a € A(s), arbitrarily except that Q(terminal,-) = 0

Loop for each episode:
Initialize S
Choose A from S using policy derived from Q) (e.g., e-greedy)
Loop for each step of episode:
Take action A, observe R, S’
Choose A" from S’ using policy derived from Q (e.g., e-greedy)
Q(5. A) + Q(S, A) +a[R +Q(S' [A]) — Q(S. 4)]
S+ S A+ A';

until S is terminal




Difference between Q-learning and SARSA

Diagram of Q-learning : An off-policy TD control algortithm
Diagram of Sarsa : An on-policy TD control algorithm

g
s1 ) Initialize S1
I SN T L E— Initialize S1
! : Repeat 1:
Al : | — Choose A1l using policy derived from Q (e.g., e-greedy)
— =y Al @ e Choose A1l using policy derived from Q (e.g., e-greedy)
AN
N Y
S2,R2 [ — Observe S2, R2 Repeat 1:

S2,R2 (), '\ e Observe S2, R2

\i Updating :
Qrs1(S1. A1) = Qi(S1. Ay) + a[Ry + ymaxaQr(Ss. az) — Qr(Sy. A, )}:

T e A2 @, - Choose A2 using policy derived from Q (e.g., e-greedy)
Note : We choose the optimal Q value, s.t{mazQ(Ss, as)|as € A}, to <«
update without any e-policy. And so far we haven't known which the N Updating : '

. |
next action is actually chose to

I Iy interact with environment until ' | Qr+1(S1, A1) = Qk(S1, A1) + f“[Rz +7Qr(S2, Az) — Qk(Sl-Al)] |
A I et —/—{7/— - S Sttt
: : Repeat 2: Y
A2 1y "
|

l . . . ! Repeat 2:
LS O — Choose A2 using policy derived from Q (e.g., e-greed
v B PSSy (.8, e-greedy) S3,R3 : ----------------- Observe S3, R3
\ I
S3,R3 [ |
[ Observe 53, R3 A3 i — Choose A3 using policy derived from Q (e.g., e-greedy)
I \
| Note : Again choose the optimal Q value, s.t {mazQ(Ss, a3)|asz € As} J _U[;da_tln_g '''''''''''''''''''''''''''''''''''''' |
A3 ' foupdatewithoutany e-policy. | Quir(S2, Az) = Qi(S2, Aa) + 0l Rs +7Qu(S3. As) — Qu(S2, A2)].
< _Up:d:;t'lﬁg' ___________________________________ _l ________________________________
: Qrs1(S2, Ag) = Qr(52, Ay) + (l[R;g + ymax,Q(S3, az) — Qr(5s, A-_))] | Repeat 3:
‘ Repeat 3: o e e o« o o
. Illustrator: Bourne Lin

. o o e Hlustrator: Bourne Lin



Quiz 2

* We start from sO, choose a0; we get reward 1 and then we get to s2, and choose al.
* Please update the Q(s0,a0) based on the current Q table and the movement above,
using SARSA and Q-learning

ey =0.5 a=0.5
a0 al a2
sO 1 2 3
sl 2 3 1

s2 3 1 2



sO

sl

s2

a0 al a2

1 2 3
2 3 1 sO, a0, reward=1, s2, al
3(Q-learning) | 1(SARSA) 2

Q_learning: Q(s0,a0) =1+ 0.5%[1 4+ 0.5%x3 — 1] = 1.75
SARSA: 0(s0,a0) = 1+ 0.5x[1 + 0.5x1 — 1] = 1.25



Quiz 3

In the grid world below, the green area is grass, and every square you
move on it will deduct 1 point, and the black area will deduct 100
points and return to the starting point S (Start). We hope to learn a
path with the highest score to reach the terminal T (Terminal), the
terminal will give 100 points. Use SARSA and Q-learning respectively for
learning. The results are shown in the figure, and the red is the optimal
path of the corresponding algorithm. Which one is the result of SARSA?




